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A B S T R A C T

Deep Learning techniques have emerged as a widely adopted tool in almost
all areas of Computer Vision. As a data-driven approach, they flourish in par-
ticular when they are applied to large-scale datasets with millions of samples
that well represent the application domain and task to be solved. Depend-
ing on the problem domain, gathering such an amount of data from the real
world is often impossible or too expensive and hence, synthetic datasets are
compiled to bypass this limitation. However, it is unclear how well neural
networks cope with the domain shift from synthetic to real data. A recently
proposed neural network architecture for 3D shape representation, dubbed
autodecoder, seems to provide a remedy to this issue by design. Autode-
coders use inference time optimization with partial shape information, like
depth maps, as ground truth in order to find an optimal latent represen-
tation for the input. This thesis compares four different model configura-
tions adopted from the state-of-the-art Occupancy Networks, from which
two are autoencoders and the other two are autodecoders. All four models
are trained on samples from clean CAD meshes and tested on noisy, virtu-
ally rendered depth maps. This thesis finds autodecoder models to outper-
form their encoder-based counterparts on this task. In a case study on infant
head scans that exhibit asymmetric deformations (positional plagiocephaly)
this thesis showcases the power of autodecoders to reconstruct meshes from
partial observations with sub-millimeter accuracy. Generally, this thesis iden-
tifies autodecoders as implicit neural 3D shape representations to be a viable
tool in 3D shape modeling and related tasks and serves as an introduction
to this very active research area.





Z U S A M M E N FA S S U N G

Methoden des Deep Learning haben sich in beinahe allen Bereichen der
Computer Vision als Werkzeug etabliert. Als daten-getriebener Ansatz eignen
sie sich besonders gut, wenn Datensätze sehr großen Umfangs zur Verfü-
gung stehen, die den Anwendungsbereich und die zu lösende Aufgabe gut
repräsentieren. Je nach Problemstellung ist es jedoch oft zu teuer, oder gar
unmöglich, eine solche Datenmenge in der realen Welt zu sammeln und
aufzubereiten. Aus diesem Grund werden oft synthetische Datensätze für
das Modelltraining erstellt. Allerdings ist nicht klar, wie gut neuronale Netze
mit dem Wechsel von synthetischen zu realen Daten zurechtkommen. Mit
der Autodecoder Architektur wurde zuletzt ein neuer Ansatz für die Darstel-
lung von 3D Objekten mit Hilfe neuronaler Netze vorgeschlagen, welche
besonders gut für diesen Domänenwechsel geeignet zu sein scheint. Die
Autodecoder Formulierung umfasst einen Optimierungsschritt zur Inferenz-
zeit mit partiellen Informationen von der Oberfläche einer 3D Form, wie
beispielsweise Tiefenkarten, um die Eingabe sinnvoll zu vervollständigen. In
dieser Thesis werden vier verschiedene Modellkonfigurationen verglichen,
die sich aus der modernen Occupancy Network Architekture ableiten. Zwei
dieser Modelle sind klassische Autoencoder und die anderen beiden sind
Autodecoder. Alle vier Modelle werden auf glatten CAD Modellen trainiert
und auf verrauschten, virtuell gerenderten Tiefenkarten getestet. Die Er-
gebnisse dieser Experimente zeigen, dass Autodecoder-Modelle bei dieser
Aufgabe besser abschneiden als ihre Encoder-basierten Gegenstücke. Eine
im Rahmen dieser Arbeit durchgeführte Fallstudie zur 3D-Rekonstruktion
von Kinderköpfen mit asymmetrischen Verformungen (lagerungsbedingter
Plagiozephalus) zeigt sogar, dass Autodecoder in der Lage sind, diese Mod-
elle aus verrauschten Tiefenkarten mit einer Genauigkeit im Submillimeter-
bereich zu rekonstruieren. Generell zeigt diese Thesis, dass Autodecoder als
implizite neuronale 3D-Repräsentationen ein brauchbares Werkzeug für die
3D-Modellierung und damit verwandte Aufgabenbereiche sind und dient
als Einführung in dieses sehr aktive Forschungsgebiet.
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M AT H E M AT I C A L N O TAT I O N

This section provides a concise reference describing notation used through-
out this thesis. The notations for most of the corresponding mathematical
concepts are adopted from Goodfellow et al. [31], which describe most of
these ideas in chapters 2–4.

numbers and arrays

a A scalar (integer or real)

a A vector

A A matrix

In Identity matrix with n rows and n columns

I Identity matrix with dimensionality implied by
context

diag(a) A square, diagonal matrix with diagonal entries
given by a

a A scalar random variable

a A vector-valued random variable

A A matrix-valued random variable

sets and graphs

A A set

R The set of real numbers

{0, 1} The set containing 0 and 1

{0, 1, . . . , n} The set of all integers between 0 and n

[a, b] The real interval including a and b

(a, b] The real interval excluding a but including b

G A graph
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S
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probability and information theory

P(a) A probability distribution over a discrete vari-
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p(a) A probability distribution over a continuous
variable, or over a variable whose type has not
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a ∼ P Random variable a has distribution P
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1condition is 1 if the condition is true, 0 otherwise

Sometimes a function f is used whose argument is a scalar but applied to
a vector or matrix: f (x), f (X). This denotes the element-wise application of
f

datasets and distributions

pdata The data generating distribution

p̂data The empirical distribution defined by the train-
ing set

X A set of training examples

x(i) The i-th example (input) from a dataset

y(i) or y(i) The target associated with x(i) for supervised
learning





Part I

T H E S I S





1
I N T R O D U C T I O N

Humans are very good at reasoning about the 3D structure of arbitrary ob-
jects. A reason for this is that we have binocular vision, the capability of
facing the same direction with two eyes, which allows us to naturally per-
ceive the world in its three-dimensional structure. Due to rich priors about
the world, we are also able to imagine how the backside of an object in a
picture looks, even though after projection there is no more 3D information
in the image. The same holds for objects that are not fully visible due to
occlusion. However, it turns out that mimicking this ability algorithmically
is very hard. Indeed, 3D reconstruction is a long-standing problem that has
been widely studied for decades by computer vision, graphics, and machine
learning researchers. Moreover, the problem is ill-posed, since there is no
unique solution to infer 3D shape from either 2D images or deficient 3D
observations. This difficult problem of 3D reconstruction is fundamental to
various applications, including scene understanding, which is essential for
robot navigation and autonomous driving, 3D modeling for gaming, virtual
and augmented reality, or even medical diagnosis of volumetric images from
computer tomography.

In recent years, an increasing amount of data-driven approaches has been
published, many of which leverage Deep Learning techniques and demon-
strate impressive performance. This thesis focuses on a recently proposed
Deep Learning architecture, dubbed autodecoder [81, 121], and its applica-
bility to tackle the problem of 3D shape completion. 3D shape completion
focuses on the reconstruction of full 3D shapes from partial surface observa-
tions, like sparse point clouds or depth images. These partial observations
can be incorporated directly during the reconstruction, thus sparing the need
for an encoder. Instead, the decoder is conditioned on a learnable latent vec-
tor and the partial observations. The resulting model is an implicit neural
3D shape representation conditioned on latent shape codes, which can be
queried at arbitrary resolution. During inference, an optimization over the
set of latent shape codes minimizes an objective function with respect to the
available, partial observations. The so obtained shape code is used by the de-
coder to produce a reconstruction that matches the partial observation, but
is also sensible in regions where data was missing a priori.

But how good can this reconstruction become if the partial observation
is very noisy or intrinsically different from the training data? 3D sensors
are nowadays available to almost everybody as they are built into consumer
hardware like smartphones. This results in depth recordings taken under un-
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controllable lightning conditions and other external influences. In contrast
to professional 3D scanning devices, consumer hardware can often only cap-
ture data at a low resolution and with higher intrinsic noise. Few attempts
have been made to investigate the adaptability of methods trained on clean,
or even synthetic data to deficient data as it may occur at inference time.
Privacy concerns are another issue that needs attention when handling the
scans of people. Therefore, efficient and accurate 3D shape completion algo-
rithms that can handle noisy observations and run directly on the edge (e.g.
mobile devices) become more necessary.

1.1 research objectives

This thesis aims to examine the suitability of autodecoders for 3D shape com-
pletion from noisy, partial observations of articulated shapes, like human
body parts. Towards this goal, recent advancements in the area of representa-
tion learning are used to represent shape families as neural implicit represen-
tations, which is the representation of a shape as a function approximated by
a neural network [17, 70, 73, 81, 98, 99]. Together, the composed framework
is evaluated twofold. Firstly regarding general reconstruction quality from
data following the training set constitution, as well as on deficient representa-
tions, like noisy depth maps. The second evaluation aims at the applicability
of autodecoders in a real world use case, which involves the computation
of specific measures used to gauge plagiocephaly, which is an asymmetrical
deformation of infant heads [101], from partial observations.

All models are trained and evaluated on three different datasets, all of
which comprise smooth and registered 3D Computer-aided design (CAD)
models. First, a subset of the popular ShapeNet dataset [16] is used to
demonstrate the general reconstruction abilities of the evaluated autodecoder
models and compare them to state-of-the-art methods. Towards this, ex-
periments on the challenging Chairs split are conducted. This split is espe-
cially hard to reconstruct since it has high intra-class variation and the sin-
gle shapes exhibit regions with very detailed, high-frequency features, like
slats in the chair back or thin legs. Second, the MANO dataset [95] is used
to demonstrate reconstruction quality on human hands. MANO stands for
hand Model with Articulated an Non-rigid defOrmations. Hand reconstruction is
difficult because hands can exhibit several self-occlusions. Finally, a propri-
etary dataset of 3D infant head models with plagiocephaly is used to assess
the autodecoders ability to reconstruct geometric particularities with high
accuracy. All experiments push towards identifying the limitations of the
reconstruction ability by rendering depth images from several viewpoints
and corrupting those renderings with significant noise perturbations. The
transfer of the learned representation to real world data is evaluated on one
scene of a yet unpublished dataset comprising depth maps of infant heads
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with plagiocephaly, captured with an Apple iPhone 12 Pro TrueDepth camera
[5], which was made available for use in this work by Zeitvogel et al. [123].

To summarize, this thesis makes the following contributions while trying
to answer the question whether autodecoders as implicit neural 3D shape
representations provide a remedy to the context shift from strongly curated,
or even synthetic training data towards deficient test data:

• A thorough literature review of state-of-the-art Deep Learning-based
3D reconstruction of rigid and non-rigid objects.

• Exposition of the necessary foundations with connections to recent
advancements in the area of Deep Learning-based 3D reconstruction
and implicit neural 3D shape representations. This also includes a con-
cise delimitation of two different autodecoder architectures from their
encoder-based counterparts.

• Adaption of an state of the art implicit neural 3D shape representation
(Occupancy Network, [70]) and reformulation of this architecture into
an autodecoder that achieves state of the art results on the challenging
ShapeNet Chairs split.

• Evaluation of autodecoders and their encoder-based pendants on shape
completion from noisy depth maps.

• Evaluation of autodecoders for 3D shape reconstruction regarding re-
construction accuracy on head scans of infants with positional plagio-
cephaly on synthetic data and real depth maps.

1.2 organization

The remainder of this thesis comprises six further chapters. Chapter 2 pro-
vides a review of the state of the art literature on deep learning-based 3D
reconstruction. Chapter 3 lays the theoretical foundations for the methods
discussed in this thesis. It contains theoretical introductions to general con-
cepts of geometry processing, probabilistic modeling, and Geometric Deep
Learning. Chapter 4 provides implementation details on the proposed frame-
work and describes four concrete model configurations that are evaluated
and compared in this thesis. Chapter 5 describes the conducted experiments
regarding reconstruction quality and presents the obtained results. A case
study about the applicability of autodecoders to reconstruct deformed in-
fant heads accurately enough to compute metrics for clinical assessment can
be found in Chapter 6. Chapter 7 details the findings and results of the
experiments, sets them into a relationship to results reported in previous
literature, and highlights prospects for further progress. The chapter, and
for that matter this whole thesis, is rounded off by concluding remarks that
complement this work.





2
L I T E R AT U R E R E V I E W

The literature review shows that there is rapid development in the field of 3D
shape reconstruction on a variety of different 3D shape representations. A
considerable amount of research has focused on the application of encoder-
decoder networks to the problem of Deep Learning-based 3D reconstruction.
A typical reconstruction pipeline takes either an image, depth map, or a
full 3D model as input and produces a replica of the underlying 3D model,
which is then either differentiably rendered to compute image space losses
or compared directly to 3D ground truth [37]. A comprehensive review of
methods that appeared since 2015 in the area of single-image 3D reconstruc-
tion, a closely related field to 3D shape completion, was compiled by Han
et al. [37]. However, newer approaches from major Computer Vision and
Graphics conferences and journals that were published after 2019 are not
reviewed in their work. The following literature review complements [37]
by reviewing the most influential methods from 2015 until spring of 2021.
In general, the literature reviewed below can be classified by the following
properties:

1. Shape Representation: The prevalent shape representations used with
Deep Neural Networks (DNNs) are Voxel Grids, Polygon Meshes, Point
Clouds, and Implicit Functions. These shape representations are de-
fined and compared in Section 3.1.

2. Type of Supervision: All work reviewed below introduce supervised
learning methods. However, they differ in the type of supervision re-
quired during training and can therefore be classified broadly into
methods that require 3D supervision in any of the representations men-
tioned above, and methods using learning objectives that are defined
in 2D image space.

3. Reconstruction Task: Despite being closely related, single-view recon-
struction and shape completion are different tasks. Methods solving
the former task typically accept a 2D image as input, while methods
associated with shape completion expect deficient 3D representations
as input.

4. Object Rigidity: Generally, one can distinguish between the recon-
struction of rigid, and non-rigid objects. The former considers e.g. hu-
man body scans, and the latter deals with 3D models of e.g. furniture
or cars. Moreover, some methods work on single objects while other
methods can handle scenes with multiple objects.
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The remainder of this chapter is organized into three subsections derived
from point 1) in the enumeration above. First, methods for reconstructing
voxel grids are reviewed, followed by methods for reconstructing meshes.
Lastly, methods operating on implicit surface representations are reviewed.
Each of the subsections is further subdivided into paragraphs reviewing
methods for the reconstruction of rigid objects and non-rigid objects, respec-
tively. This is due to the fact that reconstructing non-rigid objects is often
harder because such shapes often incorporate large intrinsic variations [37,
58]. For Example, a human lifting an arm results not only in deformations
of the arm, but also yields deformations in adjacent regions of the body,
e.g. the chest. This means that the same person can be represented by dif-
ferent shapes. On the other hand, rigid objects keep their intrinsic shape
under euclidean transformation [37, 58]. That is, the tabletop will be always
perpendicular to the table legs, no matter the orientation in space. In prin-
ciple, all of the methods for rigid object reconstruction can also be applied
to non-rigid, articulated shapes. However, they are often not very accurate,
and therefore many specialized methods were proposed to tackle non-rigid
object reconstruction.

2.1 voxel grid reconstruction

Each 3D shape representation has different advantages and disadvantages
when being processed with neural networks. Voxel grids, being the natural
extension of 2D pixel grids, are an easy choice for 3D reconstruction from
images, since spatial convolutions are applicable. These have proven to be
very successful on 2D vision tasks. Therefore, many early approaches focus
on learning 3D object reconstruction as voxel grids. However, voxel grids are
very memory consumptive. In particular, the memory cost grows cubically
with the grid resolution. This often leads to low-resolution reconstructions.

rigid object reconstruction Wu et al. [118] were among the first
to propose an encoder-decoder network to retrieve voxel grids from depth
maps. Their 3D ShapeNets comprise several 3D convolutional layers without
any pooling layers and are capable to process voxel grids at a resolution of
243. Together with their methodological approach they also release the Model-
Net dataset, one of the first large-scale datasets containing 3D CAD models.
The work of Wu et al. [118] has inspired many to invent different extensions
to the architecture. Liu et al. [63] propose a generative model that can infer
3D voxel occupancy probabilities from a single 2D image by mirroring 2D
convolutions in the encoder with 3D up-convolutions in the decoder. Numer-
ous attempts have been made to circumvent the memory limitations of high
resolution voxel grids, for example by simply expanding the decoder branch
of the network. For instance, Wu et al. [116] were able to reconstruct voxel
grids of size 1283. However, various downstream tasks require even higher
resolutions in order to capture fine geometric details of the surface. To this
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end, several space partitioning methods incorporating octrees [57] have been
proposed. For example, Riegler et al. [93] propose OctNet, a volumetric 3D
representation which uses several shallow octrees to represent shapes on a
regular grid. Each octree is limited to a small depth to limit the number of
memory accesses, which grow linearly with the depth of a single octree. This
makes high-resolution reconstruction up to 2563 tractable. Another approach
was introduced by Tatarchenko et al. [106], who propose to reconstruct an
octree in a hierarchical way by first decoding the latent representation of
the encoder into a coarse voxel grid and then subsequently subdividing the
tree into octants. The boundary octants of this new volume are then fur-
ther upsampled in an up-convolutional manner. All octants are processed
recursively in breadth-first order. This procedure allows reconstructions of
grid sizes up to 5123. A concrete approach to the problem of shape com-
pletion using voxel grids is proposed by Dai et al. [22] by incorporating a
shape database. Towards this end, the incomplete input is completed in a
low-resolution voxel grid and then correlated with high-resolution meshes
in a database. The encoder thereby leverages semantic context provided by
a classifier and the prediction is then fed into an iterative mesh synthesis
procedure to obtain a high resolution output mesh. In order to further re-
duce the memory footprint of volumetric reconstruction networks, Richter
et al. [92] propose Matryoshka Networks, which pose 3D reconstruction as
a 2D prediction problem by directly predicting whole voxel tubes at every
pixel location as a baseline, which is then scaled up to higher resolutions by
recursively decomposing the shape into nested layers.

non-rigid object reconstruction Varol et al. [109] reconstruct hu-
mans in voxel grids from a single image by incorporating different intermedi-
ate 2D vision tasks. In particular, they first estimate the 2D pose of the body
and segment it into body parts. They then feed the RGB image together with
the 2D pose and body part segmentation into a 3D pose prediction network.
This 3D pose prediction, combined with all previous 2D intermediary rep-
resentation is fed into a 3D voxel decoder to obtain the final reconstruction.
This approach requires multiple types of supervision, as the 2D segmen-
tation and pose estimation networks are pretrained using 2D supervision
and the final 3D reconstruction requires 3D supervision. Zheng et al. [125]
propose DeepHuman, another single-image reconstruction method for voxel
grids. They incorporate semantic information from SMPL [65], a paramet-
ric human shape model, into the reconstruction volume and a 2D semantic
map to reduce the number of Degrees of Freedom (DoF) in the output space.
More precisely, they estimate a body template from the input image and cre-
ate a semantic map by projecting the estimated SMPL model to the image
plane. They also create a semantic volume by voxelizing the SMPL model
and projecting the semantic information into the occupied voxels. This se-
mantic volume is then fed into an hourglass network architecture, which
incorporates feature cues from the RGB image and the 2D semantic maps in
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multiple layers. This allows the network to reconstruct an occupancy grid of
size 128× 192× 128.

2.2 mesh reconstruction

Despite the advantageous properties of voxel grids, like the applicability of
classical convolutions and the various improvements on the memory foot-
print and computational cost, there is also a growing body of research focus-
ing on the direct reconstruction of surfaces in the form of polygon meshes
since this is often the preferred representation of downstream applications.

rigid object reconstruction Wang et al. [111] propose Pixel2Mesh,
an image-based reconstruction method based on Graph Convolutional Neu-
ral Networks (CNNs). The core idea is to progressively deform an ellipsoid
mesh. To this end, they repeat three consecutive steps. First, they apply a
graph unpooling operation, which increases the number of vertices in the
mesh. After this, they deform the mesh by applying graph convolutions.
The third step is perceptual feature pooling operation, which extracts 2D
convolutional features by projecting the vertices onto the image plane. One
of the limitations of this approach is the inability to change the genus of
the reconstructed surface. In other words, if a sphere is used as the initial
reconstruction object, it is not possible to reconstruct a surface with holes.
To support the reconstruction of surfaces with arbitrary genus, Groueix et
al. [34] decompose the surface into multiple patches defining a mapping
ψ : [0, 1]2 7→ R3. Each patch is randomly sampled from a unit square and
then fed into a decoder branch which deforms the patch based on a global
shape signature. All patches are then merged together to form the entire
surface. As such, each patch represents a parameterization of a local sur-
face region and the set of all patches is called an atlas, giving the network
its name: AtlasNet. Note that the authors have also conducted experiments
demonstrating the ability of AtlasNet to reconstruct humans. The number of
patches that are used in AtlasNet to reconstruct a surface is a hyperparam-
eter. To reconstruct surfaces of high genus, the number of patches needs to
be set accordingly. For example, at least two patches are required to recon-
struct a surface of genus 1. However, the patches are not connected in the
output and the reconstructed surface is therefore not watertight. Gkioxari
et al. [29] propose to introduce an intermediary, voxel-based shape repre-
sentation to reconstruct watertight meshes with arbitrary topology from a
single image. To achieve this, they use a voxel tube to create a 3D occupancy
probability grid from the image. They further process this volumetric repre-
sentation with an efficient operation, dubbed cubify, which converts arbitrary
voxel grids into watertight meshes. The resulting mesh is then progressively
refined using graph convolutions, updating the mesh geometry by displac-
ing the vertices but keeping the topology fixed. Analogously to Pixel2Mesh,
the mesh refinement also extracts convolutional features from image space.



2.2 mesh reconstruction 11

Therefore, to train this model one requires multiple types of supervision,
namely 3D models in mesh and voxel representation, as well as 2D images
with known camera pose and intrinsics.

non-rigid object reconstruction Deep Learning-based reconstruc-
tion of human bodies has generated an impressive amount of research. Many
Methods incorporate morphable shape models, like SMPL [65], and try to es-
timate shape parameters from the input using 2D keypoints extracted using
a CNN [11]. The SMPL model can then be optimized in an iterative man-
ner to those predicted 2D keypoints. However, problems can arise when
the optimization is not well initialized. To this end, hybrid methods using
additional 3D supervision were proposed. Omran et al. [78] formulate a
framework that estimates SMPL model parameters from a single image by
first processing it with a standard CNN-based segmentation model which
classifies pixels into body parts. This semantic map is fed to a second CNN

layer, which predicts the SMPL parameters. After fitting the SMPL model
to these parameters, the 3D joint locations of the skeleton are projected into
the image plane where they can be compared to ground truth 2D joint po-
sition. The whole approach is modular, such that the degree of supervision
can be adapted based on the available ground truth provided by the dataset
at hand. Another approach is proposed by Kolotouros et al. [56], who use
a CNN to predict a good initialization for the iterative optimization of [11].
Despite finding good fits for the pose, the reconstructed shape detail of this
approach is limited to the SMPL model shape space and therefore does not
capture individual shape detail and clothing. To support 3D reconstruction
of people in clothing, Alldieck et al. [4] propose to combine the prediction
of SMPL model parameters with the regression of additional 3D vertex off-
sets modeling clothing, hair, and other details beyond the SMPL space. The
method works on a video stream of a person rotating in front of a camera,
whereas each frame is encoded into a latent vector. The latent vectors of all
frames are then fused together and fed into two separate network branches,
one of which predicts the SMPL parameters and the other one predicts the
vertex offsets in the template space of SMPL. The approach can be trained
using 3D supervision or 2D supervision by using differentiable rendering.
Instead of integrating the morphable model into the training loop, another
idea is to use it as a data generator. To this end, 3D scans of humans in
various different pose and shape configurations can be generated to create
a large-scale synthetic dataset of humans. Varol et al. [110] follow this idea
and render various SMPL configurations into real RGB images and provide
ground truth pose depth maps, and segmentation maps. There are multi-
ple benefits to this approach. Since all generated shapes descend from the
same model, they are automatically in correspondence. Groueix et al. [33]
use this property and propose a framework for 3D correspondence learn-
ing. The key idea is to use one of the shapes as a template shape, which
is then deformed according to the input. Thus, the output is the deformed
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template that closely resembles the input shape. Because the mesh connectiv-
ity is known for the template, this method can be used to extract a meshed
human model from an unordered input point cloud, which originates for
example from a 3D scanning setup. For the completion of partial scans of
non-rigid objects, Litany et al. [62] adapt the probabilistic formulation of a
Variational Autoencoder (VAE) with graph convolutional operations. During
training, a template shape is learned from a set of 3D meshes that are in
correspondence. During inference, the encoder part of the VAE is dropped
and a direct optimization over the latent variables is conducted to find a
good completion conditioned on the partial input. A different approach to
partial shape completion is proposed by Halimi et al. [36], as they attempt to
combine the problems of partial matching and shape completion in a holistic
manner. More precisely, they take a full object and a partial view of the same
object in a different pose to construct a full reconstruction of the partial view
by taking geometric details from the full object. Since they also incorporate
a full 3D shape in their formulation, this can also be used to extract corre-
spondences from the reconstruction. During training, a ground truth fit of
the partial observation and the full object is required. During inference, the
partial input is not required to be in correspondence with the full object in
different pose. However, since the full object is required to solve the align-
ment problem, this approach is not applicable to use cases that require the
shape completion of arbitrary objects.

2.3 implicit neural representations

A recent line of research has established implicit neural representations as
another viable option for 3D Deep Learning. In contrast to all previously
mentioned approaches, implicit neural representations are not coupled to
explicit spatial resolution, like the number of voxels in a grid or the number
of vertices in a polygon mesh. Instead, implicit representations parameterize
shapes as continuous functions, mapping the domain of the shapes to some
scalar information about this coordinate, which could be for example the
signed distance to the actual surface [81], or a binary classification whether
the query point is inside the object or not [17, 70]. Usually, those functions
are not analytically tractable, especially if they represent complex shapes.
Therefore, implicit neural representations approximate the true shape func-
tion via a DNN.

rigid object reconstruction The Conference on Computer Vision
and Pattern Recognition (CVPR) 2019 featured three implicit neural 3D shape
representations [17, 70, 81], which were the first that reported results outper-
forming explicit 3D representations. Mescheder et al. [70] propose Occupancy
Networks (ONets), which represent 3D surfaces as the decision boundary of
a binary DNN classifier. Formally, the surface of an arbitrary object is repre-
sented by a DNN fθ , that takes a point p ∈ R3 and assigns it with a probability
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of occupancy, conditioned on some observation x ∈ X . So the full network
can be expressed as fθ : R3×X 7→ [0, 1]. During training, randomly sampled
points from the bounding volume of an object are fed into the network and
compared to the ground truth. The network parameters θ are then updated
by back-propagating the error in terms of the Binary Cross-Entropy (BCE)
loss. During inference, a surface can be extracted as the isosurface defined
as {p ∈ R3| fθ(p, x) = τ}, where τ represents the decision boundary of the
classifier. ONets are composed of 5 fully connected ResNet blocks [40]. Chen
et al. [17] use a similar formulation, but a different network architecture.
Their IM-NET comprises 6 fully connected layers and accepts a feature vec-
tor and a 3D coordinate. They train their model progressively by sampling
points from voxel grids of different resolutions. Both methods can be condi-
tioned on the output of various encoders and therefore be used for different
tasks. For example, combining one of the methods with an image encoder al-
lows training a network for single image 3D reconstruction. Moreover, both
methods can be deployed in a VAE-like setting for unconditioned 3D shape
generation. Instead of predicting occupancy probabilities, Park et al. [81] pro-
pose to express the surface of any 3D shape as the zero level-set of a learned
Signed Distance Function (SDF). By taking a probabilistic perspective, they
define a network optimization strategy that is capable of reconstructing par-
tial 3D inputs at inference time. However, they do so without the need for
an encoder network by directly optimizing a latent vector z jointly with the
decoder parameters. The latent vector is hereby directly concatenated with
the input and fed into the decoder, instead of being computed by an encoder.
The model, which is called DeepSDF, uses an 8-layer Fully Connected Net-
work (FCN) as the decoder and is the first autodecoder architecture proposed
to the 3D Deep Learning community. Triggered by the three publications
on implicit neural 3D shape representations, many different extensions and
applications building on either implicit neural occupancy or SDF learning.
For example, Wang et al. [112] propose a deep implicit surface network for
single-image surface reconstruction. They incorporate visual cues into the re-
construction process by projecting the query location onto the image plane
to extract local features. These local features are concatenated with a global
image feature to predict the signed distance at the query location. In a follow-
up work on ONets, Peng et al. [84] combine the occupancy decoder with a
convolutional encoder, which allows inducing inductive biases, like trans-
lation equivariance. Their convolutional ONet is capable of reconstructing
scenes with multiple objects even on deficient 3D input, like low-resolution
voxel grids or sparse point clouds. Jiang et al. [46] also focus on scene re-
construction from sparse input. They learn an embedding of local parts of
3D surfaces that are shared by a variety of different classes by arranging
the implicit features in a voxel grid structure. Niemeyer et al. [77] propose a
differentiable rendering formulation for implicit representations by proofing
that an analytical gradient for predicted depth maps with respect to the net-
work parameters can be determined. This allows training of implicit neural
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representations with only 2D supervision. Remelli et al. [91] raise the prob-
lem that implicit neural representations require post-processing to extract an
explicit surface representation like a polygon mesh, which is often required
by downstream tasks. Usually, the Marching Cubes Algorithm [66] is used
to this end, but this algorithm is not fully differentiable with respect to the
network parameters [91]. In order to support the end-to-end integration of
implicit neural surface reconstruction with other applications that require
optimization over an explicit geometry representation, Remelli et al. [91]
propose a closed-form expression for the derivative of a surface sample with
respect to the underlying SDF. This allows extracting the explicit surface by
using any algorithm and then back-propagating the error from the explicit
surface samples to the implicit neural SDF parameterization. Takikawa et al.
[103] propose another extension to DeepSDF, but with a focus on real-time
rendering while maintaining state-of-the-art reconstruction quality. To this
end, they encode the implicit neural representation in a sparse voxel octree,
which stores learned feature vectors instead of signed distance values. These
feature vectors can be decoded to scalar distances using a shallow Multi-
layer Perceptron (MLP). The octree structure is composed in such a way that
the neural SDF representation can capture multiple Levels of Detail (LoDs).
Additionally, they propose a new ray marching algorithm that is tailored to
render the object efficiently by only traversing necessary LoDs. Another area
that recently has generated an impressive amount of research is neural vol-
ume rendering, especially methods that incorporate neural radiance fields,
or NeRFs [73]. Those methods are able to reconstruct real-world objects from
multiple posed images as an implicit neural representation and can render
photo-realistic images from novel viewpoints. However, an extended discus-
sion of NeRFs is beyond the scope of this work.

non-rigid object reconstruction Because there is no restriction to
spatial resolution with implicit neural representations, many methods lever-
age them to reconstruct humans with particular attention to surfaces with
high shape detail, like clothing, wrinkles, and hair. Saito et al. [96] learn
pixel-aligned implicit functions to reconstruct humans in clothing. They use
an image encoder that learns a latent feature vector per pixel. A pixel-specific
latent vector is then combined with the depth-value at the same location and
fed into an occupancy classifier. Using the image-aligned ground-truth 3D
Mesh, image-encoder and occupancy classifier can be trained end to end.
Due to computational constraints, they only use low-resolution images as in-
put, which eventually leads to diminished reconstruction detail. Therefore,
they extend their architecture to a multi-level approach [97], where they com-
bine two modules that operate on different levels. The first module observes
the scene at a coarse level on images at a lower resolution and provides
a holistic context for the fine level, which estimates detailed geometry by
observing images of higher resolution. Chibane et al. [18] proposed, con-
currently with [46], a similar idea to encode implicit latent features in an
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image-aligned discrete voxel grid. As main motivation, they state that di-
rectly inputting 3D point coordinates into the network allows for short-cut
solutions that obviate reasoning about shape by just memorizing frequently
occurring point occupancies. The feature grids are created by discretizing
3D input into a voxel grid and subsequently convolving it with learned 3D
convolutions and downscaling it multiple times to create feature volumes
with different receptive fields. For shape decoding, query points are then
mapped to the feature volumes to extract global and local features at the
query location and adjacent locations along the Cartesian axes of the vol-
ume. These features are then concatenated and decoded to occupancy prob-
abilities using a FCN. Bhatnagar et al. [9] use this feature representation to
jointly reconstruct a double-layered surface of dressed people, consisting of
inner body shape and outer 3D surface of clothing. Additionally, they pre-
dict semantic correspondences to the SMPL model from sparse point clouds.
In particular, they fit the SMPL model to the inner body shape and then
register the outer surface using the same SMPL offset extension as Alldieck
et al. [4]. By registering the surface with SMPL, one obtains a re-poseable
and re-shapeable clothed human model. Genova et al. [28] attempt to re-
construct 3D shapes by decomposing it into multiple, local shape functions.
More precisely, they decompose a shape into multiple, overlapping local re-
gions represented by Gaussians and an associated latent vector that can be
decoded into occupancy probabilities by a deep implicit decoder. Extrinsic
parameters (i.e. position, scale, radius, orientation) of the gaussian patches
are regressed using a DNN from twenty differently posed depth maps. Each
local patch holds nine latent variables implying an affine transformation ma-
trix that takes a point from object space coordinates to the local coordinate
frame of the patch. Every query point is transformed by this affine map be-
fore being fed into the occupancy decoder. The method can be trained end
to end with 3D point occupancy supervision. There is also a growing body
of research focusing on learning neural shape models that resemble classi-
cal statistical shape models. Yenamandra et al. [120] for example have re-
cently proposed i3DMM, an implicit 3D Morphable Model of human heads.
They disentangle geometry and color by learning separate latent vectors for
each, with geometry being further decomposed into identity, expression, and
hairstyle, while color is disentangled as identity and hairstyle components.
Since all of the components are learned in individual feature spaces, the in-
terpolation in these spaces can be compared to the controllable body shape
parameters of classical morphable models. In total, the i3DMM comprises
three different implicit neural shape components. The first part is a refer-
ence shape network, which is used to encode a single reference shape from
which all individual heads can be obtained by deformation. It is therefore
analogous to the mean shape of a statistical shape model. The second net-
work is a shape deformation component, which takes the geometry latent
code and a query point to compute the offset between the query point and
the reference shape. After the offset is used to displace the query point onto
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the reference shape. Lastly, the third component is a color network, which
predicts the color of the query point on the reference shape conditioned on
the latent color vectors. All of the implicit neural representations are similar
to DeepSDF. The method is trained end-to-end on triplets of query points,
signed distances and colors which are extracted from rigidly aligned, tex-
tured 3D meshes with annotated 2D and 3D face landmarks. Palafox et al.
[79] use a similar approach to learn Neural Parametric Models (NPMs) of full
human bodies. They disentangle shape and pose into individual latent codes
that are also learned in an autodecoder setting inspired by DeepSDF. How-
ever, in their formulation, the shape space is used to encode identity-specific
geometry and the pose space is conditional on pose and shape codes and
represents a continuous deformation field around a canonical shape. The
two components are not trained seperately. One peculiarity of this method,
as opposed to DeepSDF, is that the latent codes are initialized using convo-
lutional encoders instead of random initialization. The encoders are trained
on the learned latent pose and shape codes from the train set used to fit
the NPM. At inference time, the NPMs can be fitted to sequences of depth im-
ages, while for training, watertight meshes of individual shape identities in
a canonical pose and several deformed instances of each identity with dense
surface correspondences are required.

2.4 contextualization of this thesis

The extent of this chapter highlights the topicality and dynamic of Deep
Learning-based 3D reconstruction research in Computer Vision and Graph-
ics. The methods and ideas reviewed throughout the last three sections were
found to be influential in their respective context. However, none of the re-
viewed methods is perfect and the whole field is still subject to very ac-
tive, fast-paced research. The current trend towards implicit neural 3D shape
representations is justified by the computational limits accompanying voxel-
based methods and the inherent problems of mesh reconstruction. As 3D
shape is approximated as a continuous function, implicit neural 3D shape
representations are endowed with many beneficial properties. In this work,
the formulation of ONet [70] is adopted and transferred into an autodecoder
framework [81, 121]. Next, Chapter 3 presents the foundations of implicit
neural 3D shape representations in the light of Geometric Deep Learning
[14, 15], a novel view on the mechanics of Deep Learning models, and ex-
pounds the foundations of the autodecoder model family. Overall, this the-
sis serves as an introduction to autodecoder-based implicit neural 3D shape
representations, as it showcases how to derive the autodecoder formulation
from an autoencoder network and provides several experimental results on
the superior capabilities of autodecoders on deficient 3D data.
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F U N D A M E N TA L S

The theoretical formulation of the autodecoder model family is heavily in-
fluenced by developments in the areas of representation learning and prob-
abilistic modeling and resides in the broad field of Deep Learning. This
chapter builds the theoretical foundation of this thesis and is divided into
three sections. First of all, Section 3.1 explains basic geometry processing
principles used throughout this thesis. Next, Section 3.2 provides a brief in-
troduction to Geometric Deep Learning with a focus on the applications of
DNNs on 3D geometry data. Section 3.3 explains the basic concepts of proba-
bilistic modeling paired with variational inference techniques. It furthermore
shows how DNNs can be incorporated into such probabilistic formulations
to form an autodecoder.

3.1 geometry processing

There are various ways to represent geometry digitally, each with different
advantages and disadvantages. This section provides a quick overview of
basic principles in computational geometry, like shape representation, anal-
ysis and comparison. Several definitions for the concept of shape have been
proposed. One commonly used and very general definition refers to shape
as the “external form, contour or outline of an object” [58]. This definition, de-
spite being concise, is somewhat too simplistic since it does not account for
simple shape preserving transformations. Kendall [48] therefore proposed
to define shape as what is left, when “translation, isotropic scaling and rotation
are filtered away”. This definition of shape is used for the remainder of thesis.
The fundamentals about geometry processing discussed in this section are
mainly adopted from [58]. To foster readability, only additional references
are mentioned in corresponding text passages.

3.1.1 Shape Representations

Many text books on shape analysis introduce 3D shapes as continuous func-
tions embedded in R3. More precisely, a surface can be defined as a vector- As mentioned in [15],

the term 3D shape is
somewhat misleading,
since the shape
manifold is actually
2D, and only the
embedding space is 3D.

valued function f : D ⊂ R2 7→ R3, whereD is a 2D parameterization domain
which can be for example a rectangular patch or a sphere represented in po-



18 fundamentals

lar coordinates. A point (u, v) in the parameterization domain is mapped to
a surface point as:

(u, v) 7→ f (u, v) :=

x(u, v)

y(u, v)

z(u, v)

 . (3.1)

The functions x(·, ·), y(·, ·), and z(·, ·) are differentiable with respect to
u and v. This allows to compute several differential properties of the sur-
face, like the surface normal or the curvature at each point on the surface.
In practice, however, due to the limitations of digital computers mostly dis-
crete surface representations are studied. The most relevant representations
include point clouds and depth maps, volumetric images, and polygonal
meshes. These representations are defined and briefly discussed in the fol-
lowing subsections.

Depth Maps and Point Clouds

Point-based surface representations arise naturally from 3D scanning de-
vices either in the form of depth maps or point clouds, which are defined
hereinafter.

Definition 1. A Depth Map can be defined as a function f : I 7→ R≥0, where I is
the image space of a camera. Thus, f (u, v) encodes the scalar distance between the
surface and the view point at pixel location (u, v).

A single depth map always contains only a partial observation of the sur-
face, since the backside of the object as seen from the viewpoint of the cam-
era can not be observed. Therefore, depth maps are often referred to as 2.5D
data in the literature. A full point-based 3D representation of a surface can
be obtained by capturing and aligning multiple depth maps from various
view point around the surface. A depth map can be projected into 3D space
by inverting the camera projection. Thus, a point cloud of a surface can be
created from one or more depth maps.

Definition 2. A Point Cloud is an unordered set P = {vi ∈ R3; i = 1, · · · , n},
where each vi represents one point on the surface.

In practice, point clouds are mostly used as intermediary representations,
since they arise naturally from 3D scanners. For shape analysis, 3D model-
ing, and other applications of computational geometry, more sophisticated
representations, like polygon meshes, are utilized.

Polygon Meshes

A polygon mesh approximates the continuous surface of an object as a set of
planar polygons. In practice, mostly triangles are used as polygons as they
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exhibit several useful properties, including piece-wise linearity. Additionally,
triangles are guaranteed to be planar.

Definition 3. A triangular MeshM = (V, T) consists of a set of Vertices V =

{v1, · · · , vn|vi ∈ R3} and a set of triangular Faces T = {tk ∈ V × V × V|k =

1, · · · , m}. The faces also implicitly define the Edges E(F) between the vertices.

Any additional point on the surface of an object can be defined as a linear
parameterization of the barycentric coordinates of the vertices of the triangle
containing the point. This property can be used to relate a point cloud and
a triangular mesh, both representing the same surface. Generally, every ar-
bitrary collection of triangles can represent any object. Yet not all such sets
are equally desirable. On many occasions, meshes describing a single, closed
surface are required for downstream applications since they have a clearly
defined inside and do not contain any holes. Such meshes are also called wa-
tertight meshes. They exhibit certain properties of which the most important
ones are that all edges and vertices are manifold. A manifold edge is attached
to at most two faces and a manifold vertex is homeomorph to a planar disk.
Consider the three cases displayed in Figure 3.1 on the following page for ex-
amples of non-manifold surface elements. The vertices in sub-figures (a) and
(b) both connect two distinct triangle fans. Removing them would result in a
discontinuity of the mesh connectivity. The edge in sub-figure (c) is attached
to three faces and thus also non-manifold. If all vertices and edges of a mesh
are manifold, and additionally the mesh does not contain self-intersections,
it is called a 2-manifold mesh. In order to be watertight, a 2-manifold mesh
furthermore requires every edge to have exactly two incident faces, so that
there are no boundary edges. For a watertight, 2-manifold mesh, the number
of vertices, edges, and faces satisfy Euler’s formula

|V| − |E|+ |F| = 2(1− g), (3.2)

where g denotes the genus of a surface, which can be informally described
as the number of holes in it [43]. The left-hand-side of Euler’s formula is also
known as Euler characteristic and can be used to analyze the connectivity
of a mesh. For example, it is known that the Euler characteristic for water-
tight, convex polyhedra is always two [43]. Furthermore, Euler’s character-
istic can be used to compute the amount of memory required by a certain
data structure for mesh representation, or storage. An extended discussion
of the numerous data structure for mesh processing is beyond the scope of
this introduction. All algorithms used in the experiments discussed in this
thesis use simple, yet efficient adjacency lists to represent triangular meshes.
This means that meshes are stored in two lists, a set of vertices where each
entry encodes a point in R3, and a list of vertex indices. In the latter list, each
entry encodes a face by referencing the 3 vertices in the former list defining
a triangle. Note that this data structure closely resembles the representation
of meshes as introduced in Definition 3.
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(a) (b) (c)

Figure 3.1: Examples of Non-Manifold Surface Elements [58, p. 26]. (a) and (b) are
examples of non-manifold vertices, and (c) is a non-manifold edge inci-
dent to three faces.

One of the advantages of using meshes to represent surfaces is that the
quality of the representation, which depends on the number of vertices and
faces, can be adapted depending on the curvature of the object. Planar sur-
faces can be accurately represented with fewer vertices, whereas regions
with complex geometry like fine details or high curvature require many ver-
tices and small faces to be represented accurately. Meshes are able to encode
both of such regions. Furthermore, since meshes store connectivity infor-
mation, they allow to efficiently compute discrete differential properties of
the surface, like the curvature at a specific vertex or the normal vector at a
specific face.

Implicit Surface Representations

Another option is to represent 3D shapes implicitly. Multiple methods for
doing so exist, among which the voxel grid representation is probably the
most popular choice.

Definition 4. A voxel stores features of a 3D shape on a regular 3D grid, sampled
from the bounding volume of the surface.

The term voxel stands for volume element, which is in analogy to the
term pixel (picture element). In contrast to meshes which only model the
surface, volumetric approaches are also suitable to model the interior of an
object. As such, medical imaging devices often produce volumetric data. The
accuracy of a voxel grid representation depends on the resolution of the
grid. Regarding memory consumption, voxel grids are rather uneconomical
since the memory footprint grows cubically with the grid resolution. This
is especially painful if the voxel grid contains much free space and only a
small region is of actual interest. To reduce the memory wasted by free space,
sophisticated data structures like octrees [57] can be used.

Another way to represent an implicit surface in 3-space is as a scalar-
valued function f : R3 7→ R. In this case, the surface is represented by a
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level-set of the implicit function f . For example, the surface of an object can
be defined by all points p ∈ R3 such that f (p) = τ, whereas τ is a scalar
threshold. As a more concrete example, consider the implicit function of a
sphere in R3, which is centered at the origin and parameterized by the radius
r. The implicit surface of this sphere is given by f (x, y, z) = x2 + y2 + z2− r2.
Such implicit representations are especially favorable if one just needs to
check whether a given points is inside, outside or directly on a surface. On
the other side, it can become very difficult to determine the zero-level set of
an arbitrary implicit surface, which is required for visualization or sampling.
This is especially true for complex geometries, represented by an implicit
function that is not analytically tractable. In this case, a common approach
is to extract the surface as a polygon mesh by first sampling on a regular
grid from the volume around the implicit surface and running the Marching
Cubes algorithm [66] on the extracted voxel grid. The polygon mesh can
then be used for visualization and other post-processing steps.

Conversion between Shape Representations

Each single shape representation has its very own raison d’être and it is
possible to choose freely the one representation that fits the task at hand.
However, it may be required to provide different representations of the same
object for down-stream tasks. This section therefore focuses on two classes
of algorithms that can be used to transform between different shape repre-
sentations: Implicit to Mesh and vice-versa.

implicit to mesh Implicit surfaces can be extracted as polygon meshes
by sampling values on a regular grid and processing this grid as a voxel
grid. Towards this goal, the probably most popular choice is the Marching
Cubes algorithm, which was originally proposed by Lorensen et al. [66]. This
algorithm extracts the isosurface of an implicitly represented surface by de-
termining the intersection of the isosurface with the edges of a cube made
of eight voxel grid vertices. The isosurface is hereby defined by a threshold
on the values of each voxel. Therefore, each corner of a cube is evaluated
against the threshold and categorized either as inside (often represented as
+) or outside (analogously defined as −) of the shape. A cube can thus be
represented as an 8-bit binary number. The binarized values of adjacent vox-
els determine whether a mesh vertex will be placed on the edge of the cube,
which is the case only if two adjacent voxels have different signs. In total,
there are 28 = 256 distinct possibilities to arrange a cube into inside and out-
side areas, which can be stored in a look-up table and accessed with the 8-bit
binary number encoding of the cube vertices [43]. The exact location of the
intersection between the isosurface and the cube edges can be found by inter-
polating the voxel intensities. The 256 possible arrangements can be reduced
to 14 by leveraging reflective and rotational symmetries [66]. Figure 3.2 on
the following page shows 3 examples of marching cubes patterns. In its orig-
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Figure 3.2: Three examples of Marching Cubes triangulations. The vertex color en-
codes the binary value after the threshold is applied. The resulting trian-
gulations for the coded patterns are viewed in color.

inal formulation, this algorithm traverses each cube in the grid and thus,
the computational complexity of the algorithm is O(n3). Several improve-
ments have been proposed. Newman et al. [76] provide a thorough review
of the different variants. With Multiresolution IsoSurface Extraction (MISE),
Mescheder et al. [70] propose an extension of the classical Marching Cubes
formulation which is particularly interesting for the sake of this work. As a
hierarchical algorithm, MISE extracts the mesh at a specified iso level from
a continuous occupancy field at low resolution and refines the geometry
progressively by subdividing only branches of an octree that lead to occu-
pied regions in the bounding volume. This allows to extract meshes with
fine grained resolution around the surface, while empty space is traversed
at coarse resolution.

mesh to implicit If the mesh exhibits certain properties, it is possible
to create an implicit function from the mesh. One requirement is that the
complement of the mesh – the set of all points that are not on the mesh – can
be divided into two sets such that all faces of the mesh lie on the intersection
on those two sets [43]. One of the two sets thus contains all points that are
inside the mesh and the other contains the points that are outside the mesh.
An example for a shape that does not fulfill this requirement is the Möbius
strip, since it consists of a single connected set – and so does its complement.
If a mesh, however, has this property, a possible implicit function is the

The Möbius strip,
named after German

Mathematician August
Ferdinand Möbius, is a

3D surface with only
one side and one

boundary curve [114].

Signed Distance Function, which is of the form SDF : R3 7→ R and computes
the minimum straight-line distance between a point in 3-space and the mesh
surface.

3.2 geometric deep learning

Neural networks are heavily used as a tool to successfully solve problems
based on large amounts of data. The objective is for neural networks to rec-
ognize patterns in the data, based on which an approximation of a high-
dimensional function is learned to solve specific tasks like classification or
regression. The function should thereby describe the training data well and
generalize to unseen data that resembles the training data. Cybenko [21]
and Hornik [41] proved that neural networks with at least two layers have
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the universal approximation property, i.e. they can approximate any con-
tinuous function with any desired accuracy. In a recent work, Bronstein
et al. [14] attempt to embed the rich manifold of deep learning concepts,
like Transformers, CNNs, and Graph Convolutional Networks (GCNs) into a
new semantic framework in the language of symmetry and group theory
by breaking down the various concepts to basic invariant and equivariant
transformations under specific group operations. By calling their work “The In Mathematics, the

seminal work of
German mathematician
Felix Klein on the
unification of the
various geometries
from Euclid, Gauß,
Riemann, and others is
known as the Erlangen
Programme.

Erlangen Programme of ML”, they show how confident they are in the rel-
evance of their work. The next subsection introduces the basic lingo of this
Geometric Deep Learning blueprint in order to highlight the key differences
between Deep Learning methods operating on the various 3D shape rep-
resentations discussed in Section 3.1. Most of the content in this section is
based on [14].

3.2.1 Geometric Unification of Deep Learning Concepts

The core assumption underlying the following discussions is that machine
learning systems operate on signals X (i.e. functions) defined over some do-
main Ω. During optimization, the Deep Learning algorithm converges to a
concrete function f : X (Ω) 7→ Y out of the set of all possible functions
F (X (Ω), Ω) that solves a specific task. The underlying domain of a signal
endows certain geometric structures and symmetries that can be exhibited by
carefully designed neural network architectures in order to circumvent the
problems induced by the curse of dimensionality. Leveraging those geomet-
ric priors effectively reduces the number of possible functions |F (X (Ω), Ω)|
that can be represented by a neural network. The basic principle is hereby to
create functions that act invariant, or equivariant to the symmetries induced
by the geometric domain. In the case of Euclidean Domains, a popular exam- This also holds for the

whole network, not
only for its layers. E.g.
image classification is
invariant to
translation, whereas
instance segmentation
is translation
equivariant.

ple is the invention of CNNs [59]. CNNs leverage the translation equivariance
of the convolutional operator to apply weights of a single filter at all image
locations, a concept that is also known as weight sharing. The next subsec-
tion reviews this in more detail. Altogether, Bronstein et al. [14] propose a
blueprint of Geometric Deep Learning, which comprises the following four
key building-blocks forming the basis of a rich function approximation space
F (X (Ω), Ω). The functions in this space are parameterized by neural net-
works and operate on signals on a domain that is endowed with a symmetry
group G. The four building-blocks are:

1. Linear, G− equivariant layer B : X (Ω) 7→ X (Ω′), such that B(g ◦ x) =
g ◦ B(x) for all g ∈ G and x ∈ X (Ω).

2. Nonlinearity σ applied element-wise.

3. Local pooling P : X (Ω) 7→ X (Ω′), such that Ω′ ⊆ Ω.

4. G− invariant layer (global pooling) A : X (Ω) 7→ Y satisfying A(g ◦
x) = A(x) for all g ∈ G and x ∈ X (Ω).
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~

x

f
x ~ f

Figure 3.3: Convolution on an Euclidean Domain [14, p. 69].

Section 3.2.2 reviews a seminal work to classify and segment PointClouds
in the light of Geometric Deep Learning.

Euclidean Domains

This branch of deep learning concepts focuses on data that lives on a Eu-
clidean domain. For example, images fall into this category, as they can be
thought of as signals operating on a grid Ω : Zn ×Zn. Thus, an RGB im-
age can be expressed as a signal x : Ω 7→ R3. As already mentioned in the
previous paragraph, Euclidean domains endow translational symmetries to
the signals that can be preserved by convolutions in an equivariant fashion
throughout the feature space of the network. This is only possible since the
grid-domain enforces fixed adjacency, i.e. a pixel at location (u, v) has a fixed
neighborhood of pixels {u± 1× v± 1}. This domain symmetry can also be
observed on the signals, as intensity patterns of neighboring pixels can be
combined into new features by the application of a convolution, which due
to its translation equivariance computes the same output agnostic to the ex-
act location of the intensity pattern on the grid. Likewise, if the convolutional
filter itself is symmetric, the output is also symmetric to reflection. This char-
acteristic is visualized in Figure 3.3, where a symmetric filter f is convolved
with the input signal x to produce the output f ~ x.

Graphs and Manifolds

The prodigious successes of CNNs in Computer Vision tasks led to vari-
ous attempts to generalize the convolution to non-Euclidean domains. Es-
pecially in recent years, the body of literature on Graph Convolutional Net-
works (GCNs) is growing fast. In the context of this thesis, a graph in the form
of a polygon mesh is used to approximate a manifold, which represents the
actual 3D shape. Additionally, a point cloud can be considered a graph with
no connections, approximating the same manifold. Therefore, the notions of
manifolds, graphs and sets are closely connected for the following discus-
sion. As a matter of fact, grids and graphs are also closely related, as grids
are specialized graphs with fixed adjacency.
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In general, a graph can have arbitrary connectivity and the nodes are
not assumed to be provided in any particular order. Thus, the class of sym-
metries that needs to be preserved by neural networks operating on graph-
structured data is the class of permutations.

In the following, a graph G = (V , E) is defined as a collection of nodes
(or vertices) V and edges E ⊆ V × V . Note that this is a more general def-
inition than the one of the triangle mesh defined in Definition 3, since the
connectivity is no longer forced to form triangular areas. Additionally, each
node is enriched with a set of s-dimensional node features xu for each node
u ∈ V . In order to apply machine learning algorithms on graph-structured In this thesis, xu is

mostly 3, or
6-dimensional, i.e. x, y,
and z coordinates of the
vertex, and optionally
a 3-dimensional
normal vector.

data, one usually stacks the set of node features xu into a n× d feature ma-
trix X = [x1, · · · ,xn]T. The connectivity (or adjacency) between nodes can
also be expressed as a matrix, resulting in an n× n matrix A which contains
connectivity information about the graph. Each entry auv of the adjacency
matrix is defined as follows:

auv :=

1 (u, v) ∈ E

0 otherwise,
(3.3)

By representing a graph this way, one effectively specifies a node order-
ing that the algorithm should be insensitive to, after all. This should become
clear when thinking about point clouds as shape representation. In this spe-
cial case, the set of edges is empty (E = ∅, and A = I ) and the n× 6 feature
matrix X contains the x, y, and z coordinates together with the normal vec-
tor of each point. In this case, the represented shape is the same no matter in
which particular order the points get plotted. Hence, a function f operating
on this point cloud is permutation invariant, if for each n× n permutation
matrix P , f (PX) = f (X) holds.

Constructing a neural network consisting only of permutation invariant
layers would create a dependency between all nodes in consecutive layers
and hence only compute global features. In order to generalize the convo-
lution to a graph domain, which computes local features instead of global
ones, the convolution needs to be permutation equivariant. This ensures that
the order of the rows of X and the ordering of the resulting convolutional
features H is tied in the sense that one knows the correspondence between
input features and convolutional features. For a graph with E 6= ∅,A andX
are coupled since auv specifies a connection between the uth and vth rows of
X . This implies that a permutation P applied to X must also be applied to
A as PAP T . Using this notation, one can define functions that are invariant, The Adjacency Matrix

of an undirected graph
((u, v) ∈ E ⇔
(v, u) ∈ E ) is
symmetric (A = AT).

or equivariant under permutation:

• A graph-wise function f is permutation invariant, if

f (PX ,PAP T) = f (X ,A). (3.4)
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• A node-wise function F is permutation equivariant, ifF indicates that the
function is matrix

valued.
F (PX ,PAP T) = PF (X ,A). (3.5)

The locality of a permutation equivariant function can be expressed through
the adjacency information. For any node u in an undirected graph, the 1-hop
neighborhood is defined as:

Nu := {v : (u, v) ∈ E}. (3.6)

The 1-hop neighborhood of a node u is the set of all nodes that share a
common edge with u. The neighborhood features form a multiset, which is
a set that can contain the same element more than once. This is required in
this case since different nodes can have the same features [14]. The multiset
takes the following form:

XNu := {{xv : v ∈ Nu}}. (3.7)

Using Equation 3.6 and Equation 3.7, one can construct permutation equiv-
ariant functions by specifying a local, permutation invariant function φ op-
erating on the neighborhood of a node, φ(xu,XNu). Hence:

F (X ,A) =


— φ(x1,XN1) —

— φ(x2,XN2) —
...

— φ(xn,XNn) —

 (3.8)

The invariance of φ is typically achieved by weighted aggregation over
XNu . Commonly, the neighboring features are transformed by a learnable
affine function ψ. In the basic setting of graph convolution [25, 54], ψ and φ

are defined as:

ψ(x) =Wx+ b,

φ(x, z) = σ(Wx+Uz + b),
(3.9)

where W , U , and b are learnable parameters and σ(·) is a nonlinear acti-
vation function. Therefore, the hidden features hu compute as:

hu = φ

(
xu, ∑

v∈Nu

ωuvψ(xu)

)
, (3.10)
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where ωuw is an optional weighting parameter specifying an important
relationship between nodes u and v. Note that the provided derivation of the
graph convolution is very superficial. Another way to derive the (spectral)
graph convolution is via the Eigendecomposition of the graph Laplacian,
which is beyond the scope of this chapter. A detailed discussion is given in
[14].

3.2.2 Common Architectures for 3D Shape Reconstruction

Deep Learning on 3D data has received a lot of research attention in recent
years, and many architectures operating on the various shape representa-
tions have emerged. This section provides an overview of the fundamental
architectures in 3D Deep Learning. Special attention is paid to methods op-
erating on point sets and implicit representations, since these are especially
relevant throughout this thesis.

3.2.2.1 Deep Learning on Point Clouds

As already pointed out in the previous section, deep learning architectures
that operate on point clouds must account for the permutation invariance of
the input. One of the first architectures able to process point clouds invari-
ant to its permutation was PointNet [87]. Although PointNet was published
prior to the Geometric Deep Learning blueprint [14], the same conceptual
ideas can be found in its architecture. Figure 3.4 visualizes the architecture
of PointNet. The different feature representations are highlighted according
to the Geometric Deep Learning blueprint. The next two paragraphs discuss
the architecture of PointNet and its successor, PointNet++ [88], in detail.

pointnet The basic idea behind PointNet is to compute hidden features
for each point separately by applying 1D convolutions to the input point
cloud, resulting in an permutation equivariant feature space. After steadily
increasing the dimensionality of the feature space, a global max pooling op-
eration computes a permutation invariant global feature vector. This vector
can be used for point cloud classification, or in combination with earlier, per-
mutation equivariant features for point cloud segmentation. In both cases,
the permutation invariant global feature can be thought of as a global signa-
ture of the input. In order to account for different poses of the input object, a
3× 3 transformation matrix is learned from the input and subsequently ap-
plied. The mini-network that is responsible for learning this transformation
is dubbed T-Net in Figure 3.4 and corresponds to a slimmed down version
of the whole PointNet architecture. A regularization term on the parameters
of T-Net forces this learned matrix to take an orthogonal form, hence it cor-
responds to a rotation. Similarly, a 64× 64 feature transform regularizes the
feature space. Due to its simple but powerful architecture, many recent 3D
Deep Learning methods use PointNet or a variation of it as a feature extractor.



28 fundamentals

P−Equivariant
P−Invariant
Parameters
matrix multiply

Classification Network

Segmentation Network
n
×

3

n
×

3

shared shared

shared shared

n
×

64

n
×

64

n
×

10
24

max pool

k

n
×

m

n× 1088

n
×

12
8

1024

3× 3
transform

64× 64
transform

T-Net T-Net
global
feature

Legend:

Figure 3.4: The PointNet Architecture [87] with highlighted building blocks that fit
the Geometric Deep Learning Blueprint. All intermediary features up
to the global max pooling operation are permutation (P ) equivariant to
the input. The max pooling operation computes a global, permutation
invariant signature of the input that can be used for classification into k
classes, or segmentation into m categories.

One problem with PointNet is that it cannot capture local structures inducedThis issue is raised by
[88] (The PointNet++
Paper) with reference

to the metric of the
embedding space Rn.

But the same applies to
the manifold

approximated by the
point cloud!

by the metric space in which the data lives by design. In other words, the
network does not learn relationships between points that are close according
to the structure of the domain. Furthermore, relationship between a single
point and the whole shape is only obtained after the max pooling operation.
Simple variations of PointNet add max pooling operations already in early
layers and concatenate this early global feature to the per-point features of
that layer. Therefore, a global signature of the shape is propagated through
the network right from the start. This strategy is applied in ONets [70], which
are fundamental to this thesis. An in-depth analysis of ONets can be found in
Section 3.2.2.2. With PointNet++, Qi et al. [88] propose a more refined exten-
sion of PointNet that captures local structure in a more principled manner.

pointnet++ As already pointed out, one of the goals of Geometric Deep
Learning is to build neural network architectures in an axiomatic way that
can leverage the symmetries of the data-underlying domain. In Section 3.2.1
this was demonstrated using the example of convolution on non-Euclidean
domains. Again, this concept of the Geometric Deep Learning blueprint can
be observed in an earlier publication, namely PointNet++ [88]. This architec-
ture leverages the metric of the embedding space of a point cloud to hierar-
chically group subsets of the input point cloud and process each subset inde-
pendently with a PointNet. The hierarchical processing happens in multiple
stages where each stage comprises three operations (or layers): A sampling
layer, which selects centroids of the subsets, a grouping layer, which clusters
points according to the selected centroids, and a PointNet layer, which com-
putes a local feature vector per group. The sampling layer uses a farthest-
point sampling strategy, which selects a subset from the input as the cen-
troids of clusters in such a way that each centroid has the largest possible
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distance to all other centroids. Then, for each centroid, the grouping layer
selects points that fall inside a sphere with radius d around the centroid
and builds a cluster with an upper bound of K points per cluster. Finally,
the PointNet Layer computes a local feature representation for each group
that corresponds to the global feature vector in Figure 3.4. This feature vec-
tor is agnostic to the number of points per group, which is necessary since
the number of points per group is limited by the distance threshold applied
during the grouping layer. By hierarchically applying these three steps, point
neighborhoods of different scales can be processed by the network. Addition-
ally, point clouds with varying point densities can be processed, as the sam-
pling strategy ensures that the whole input space is grouped. This relates to More precisely, Qi et al.

[88] relate the choice
for a value of distance
used for neighborhood
grouping to the kernel
size, which can be
thought of as a
manhattan distance.

a convolution on a grid in the sense that spatial encodings of the subgroups
are processed based on local adjacent regions. However, due to the sampling
and grouping strategy, the number of points per region is variable, since it
is data dependent. This is not the case with convolutions defined over grid-
like domains, which incorporate adjacent pixels within a fixed distance. The
output of one stage in this hierarchical architecture is again a set of features,
where the cardinality of this set equals the number of centroids selected
in the sampling layer. At the transition from one hierarchical stage to the
next, features of several subgroups are combined, thus forming smaller sub-
groups for the following layers until the whole point cloud is processed into
one global feature vector. The results reported in [88] indicate that this ex-
tension of PointNet is more robust against sampling density variation of the
input point cloud. Additionally, the metric of the embedding space can be
exchanged with a non-Euclidean metric that mimics geodesic distance. This Geodesic distance

refers to a distance on
the shape manifold,
hence corresponds to
the shortest path
between two points on
the surface, without
intersecting the
surface.

results in the grouping of points that are connected on the shape manifold
instead of grouping points that are close in the embedding space, making
this approach suitable for feature extraction from point clouds representing
shapes that could undergo non-rigid transformations.

3.2.2.2 Deep Learning on Implicit Representations

The main focus of this thesis is on implicit neural representations, especially
occupancy functions, and how these can be used in combination with Auto-
decoder networks to perform shape completion from deficient data. After
pointing out the general idea behind implicit neural representations, this
section explains primal methods in this new field, namely ONets [70], IM-
NET [17], and DeepSDF [81]. Note that DeepSDF is an autodecoder, whereas
the former two methods are autoencoders. Section 3.3.3 introduces autode-
coders in more detail and Section 4.1 shows how to reformulate ONet into an
autodecoder.

Since the networks take
coordinates as input
and produce a value of
the signal at this
coordinate, they are
also often called
coordinate-based
representations.

general remarks The core idea behind implicit neural representations
is to parameterize signals of all kinds as a continuous function that maps the
domain of the signal to whatever value the signal takes at that coordinate. In
the notation of the Geometric Deep Learning blueprint, this can be expressed
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as f : Ω 7→ X . Since neural networks are universal function approximators,
finding such mappings is within the scope of possibilities of neural networks.
In fact, many state of the art methods in 3D Computer Vision are based on
implicit neural representations which comprise neural networks with fewer
than eight layers and 256 neurons per layer, resulting in small networks
that can be queried at arbitrary resolution to produce signals with “infinite
resolution” [99]. This is especially attractive, since the memory required to
parameterize the signal is only dependent on the complexity of the signal,
hence the number of parameters of the network, and no longer on the spatial
resolution of the discretized domain (e.g. number of pixels in an image).
One application where this is especially advantageous is the representation
of signals in higher domains, like 3D shape, where the memory footprint of
classical representations grows rapidly with the resolution [99].

Occupancy Networks

Mescheder et al. [70] were among the first to propose the use of DNNs for
representing 3D objects in the form of occupancy functions. A concurrent
work by Chen et al. [17] (IM-NET) is conceptually very similar, therefore
the choice for ONet as a state-of-the-art baseline for this work was due to the
availability of a high quality source code implementation in PyTorch [82] and
the availability of trained model weights.

An ONet represents a 3D object as a function

o : R3 7→ [0, 1], (3.11)

that maps a point from a (normalized) 3D volume to an occupancy prob-
ability, i.e. the likelihood of that point being inside of the represented ob-
ject. In essence, this corresponds to a binary classification problem which
has been well studied. The training of such a network happens supervised,
hence point-value pairs are required. For any given watertight shape that is
normalized to the input domain, points can be trivially sampled from that
volume and the target value corresponds to an inside-outside query against
the mesh surface. Mescheder et al. [70] evaluate several sampling strategies
and observe best performace for uniform sampling in the input domain.

ONets are well suited to solve various tasks, including autoencoding 3D
shapes, generative modeling, and single-view 3D shape reconstruction. Each
of the tasks can be accomplished by pairing the occupancy decoder with task
specific encoder networks, resulting in an autoencoder architecture. ONets

use Conditional Batch Normalization (CBN) layers [24] in the decoder to in-
corporate the encoded information into the reconstruction of point coordi-
nates.
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Two ONet architectures are especially relevant for this thesis: The ONet that
was deployed by Mescheder et al. [70] for 3D point cloud completion, and
a generative model. They both share common architectural properties and
differ mostly in the optimization rule, where the generative model follows
the VAE framework. Since the variational inference is reviewed comprehen-
sively in Section 3.3.2, it is sufficient to explain the rough structure of the
architecture at this point, which is depicted in Figure 3.5. The lower part of
the figure corresponds to the occupancy decoder, which is common in both
ONet configurations. It receives n 3D query points as input and comprises
five CBN-Layers that consist of one ResNet [40] block each. The upper part
visualizes the probabilistic encoder of the VAE-ONet configuration. A simpli-
fied version of PointNet is used as an encoder gφ, which computes the mean
µ and log scale σ of a multivariate Gaussian qφ. A sample z from this distri-
bution is forwarded to the decoder, which also receives 3D query points as
input. At each layer of the decoder, corrected shift β and scale γ parameters
are computed using a fully connected layer from the latent vector z and in-
corporated in the batch normalization, thus forming a CBN layer conditioned
on z.

Intuitively, the VAE-ONet models the data generating process of a 3D shape
as a mapping from point locations p ∈ R3, which in combination with a
latent vector z ∼ N (µ, exp(σ)) produce an occupancy value for each shape.
Hence, the decoder can be described as a function

fθ : R3 ×Z 7→ [0, 1]

(p, z) 7→ [0, 1],
(3.12)

where θ denotes the parameters of the decoder. During training, the prob-
ability distribution qφ is regularized towards a standard normal distribution.
Frankly speaking, this encourages the network to embed information about
the data in the probability space Z induced by the standard normal distribu-
tion. Hence, 3D shapes that are similar to the training data can be generated
by passing samples z′ ∼ N (0, I) together with regularly sampled points
p ∈ Ω into the decoder to produce occupancy samples for the query points
at inference time. The computed occupancy values represent a shape condi-
tioned on the value of z′. The shape created in this way can be converted
into a triangular mesh using marching cubes.

DeepSDF

This architecture, proposed by Park et al. [81], is a fundamental source of
inspiration for this thesis. DeepSDF is an autodecoder for implicit neural
3D shape representation. More precisely, DeepSDF represents a 3D shape as
a continuous 3D Signed Distance Function (SDF), which maps each query
point p from the input domain Ω to the minimum signed distance of that
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Figure 3.5: The Occupancy Network Architecture for generative 3D shape modeling
with highlighted building blocks that fit the Geometric Deep Learning
blueprint. The input to the encoder comprises of 3D point coordinates
with corresponding ground truth occupancy values. The encoded mean
µ and log scale σ are permutation invariant due to the PointNet-Encoder
and parameterize a multi-variate Gaussian, from which the latent vector
z is sampled. At each layer of the decoder, βi and γi are the corrected
parameters of CBN.

point to the surface. A negative distance indicates that a point is within the
shape, whereas a positive sign indicates a point being outside the shape.
Hence, the shape is represented by the zero level-set of the SDF. Similarly to
ONet, DeepSDF can be conditioned on a latent-vector z ∈ Z which carries
information about the encoded shape. Contrary to ONet, DeepSDF do not fol-
low the probabilistic regularization scheme, but regularize the latent codes
towards a unit sphere. The differences of those two regularization techniques
are carefully reviewed in Section 3.3.3. The full architecture of DeepSDF is
visualized in Figure 3.6. Unlike ONets, which can be trained as a classifica-
tion network, DeepSDF corresponds to a regression task. The decoder can be
expressed as a function

fθ : R3 ×Z 7→ R

(p, z) 7→ s,
(3.13)

where θ and z ∈ Z are learnable parameters, p ∈ R3 is a query point and
s ∈ R is the smallest signed distance of p to the surface of the represented
shape.

Costain et al. [20] point out the following relationship between ONets

(Equation 3.11) and DeepSDF (Equation 3.13):

o = σ(−s) > τ, (3.14)

where σ is the sigmoid function and τ is a threshold hyperparameter. Fol-
lowing Equation 3.14, the occupancy function is a simplified version of the
SDF. While the SDF carries additional information about the shape implicitly,
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Figure 3.6: DeepSDF Architecture Diagram. DeepSDF comprises 8 fully connected
layer with 512 Neurons each. The input to the network comprises of
3D point coordinates concatenated (indicated by encircled +) with a 256-
dimensional learnable parameter vector, resulting in a 259-dimensional
input vector which is also concatenated with the output of the fourth
layer via a skip connection. Intermediary layers use ReLU activations,
while for the output tanh is used.

like the surface normal, which corresponds to the spatial gradient ∂s
∂p , the oc-

cupancy function is likely an easier task for the network to learn. Therefore,
in accordance with [20], ONets are used for the experiments in this thesis.

3.2.2.3 Spectral Bias, Neural Tangent Kernel, and Fourier Features

It was already stated in the introductory paragraph to Section 3.2 that neural
networks possess the universal approximation property. Arpit et al. [6] even
demonstrated empirically that this property is so far-reaching that neural
networks are even able to fit arbitrary noise perfectly. A number of recent
studies have explored the relationship between several data characteristics,
such as signal frequency, and the learning dynamics of neural networks. As
a result, it was discovered by Rahaman et al. [89] that neural networks with
Rectified Linear Unit (ReLU) activations exhibit a bias towards learning low-
frequency functions first. This property, entitled as spectral bias, exists in
uniformly distributed datasets and datasets with non-uniform density [7].
Likewise, progress has been made in describing the evolution of a DNNs dur-
ing gradient-based optimization using kernel regression methods, resulting
in a new type of kernel: the Neural Tangent Kernel (NTK) [45]. An extended
discussion of this new line of research goes beyond the scope of this work,
but some important implications with connections to vision and graphics
tasks, especially concerning implicit neural representations, will be pointed
out below. Namely, Tancik et al. [105] prove that MLPs are not suited to learn
high-frequency functions in low-dimensional input-domains, but also pro-
pose a subtle remedy to this problem by introducing Fourier Features.

neural tangent kernel A short review of the NTK is essential to un-
derstand the implications of the Fourier Features on the training dynamics
of a MLP. It is assumed that the reader is familiar with kernel regression as a
classical nonlinear regression algorithm. The topic is covered extensively in
many standard works, e.g. in Bishop [10, Chapter 6]. The following discus-
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sion follows closely the corollary of Tancik et al. [105]. The basic idea behind
the NTK theory considers the approximation of the trajectory of parameter
updates during the optimization of a neural network. The theory is based
on such networks for which the number of neurons in a layer goes to infin-
ity and the learning rate of Stochastic Gradient Descent (SGD) approaches
zero. Then, if the weights θ of the network were initialized from a Gaussian
distribution N , the network-function f (x; θ) converges during the course of
training to the NTK:

kNTK(xi,xj) = Eθ∼N

〈
∂ f (xi; θ)

∂θ
,

∂ f (xj; θ)

∂θ

〉
, (3.15)

A dot-product kernel
takes the form h(xT

i xj)
for a scalar function

h : R 7→ R.

which can be expressed as a dot-product kernel if the inputs are restricted
to a hypersphere. A linear system of these kernels can be used to approxi-
mate the learning dynamics of a MLP [7, 45]. By considering the convergence
of the training error ŷ(t) − y between the predictions of the network ŷ at
iteration t and the ground truth y in the eigenbasis of the NTK, Tancik et al.Since a kernel matrix

K must be positive
semi-definite, the

eigendecomposition
K = QΛQT exists.

[105] show that the components of the target function associated with ker-
nel vectors with larger eigenvalues will be learned faster. The spectral bias,
described by [89], manifests itself in this theoretical framework as the rapid
decay of the eigenvalues of the NTK of an ordinary MLP with ReLU activations,
resulting in long convergence times for high frequency components of the
target function.

fourier features Originally, Fourier feature mappings were introduced
by Rahimi et al. [90] in order to approximate an arbitrary stationary kernelstationary =

translation invariant function. For implicit neural representations, stationarity is a desirable prop-
erty since the inputs to the networks are coordinates that are distributed
uniformly over the input domain Ω (cf. Section 3.2.1). In congruence with
the work of [90], but applied to the NTK, Tancik et al. [105] find that applying
a Fourier feature mapping γ to the coordinates on the input domain before
passing them to through a neural implicit representation makes the corre-
sponding NTK of the MLP stationary. The proposed Fourier feature mapping
γ, which maps normalized input coordinates v ∈ [0, 1)d to the surface of a
higher-dimensional hypersphere via a set of sinoids, takes the form:

γ(v) =



a1cos(2πbT
1 v)

a1sin(2πbT
1 v)

...

amcos(2πbT
mv)

amsin(2πbT
mv)


, (3.16)
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and induces the kernel function:

kγ(v1,v2) = γ(v1)
Tγ(v2) =

m

∑
j=1

a2
j cos(2πbT

j (v1− v2)) = hγ(v1− v2), (3.17)

which is stationary as it only depends on the difference between points. Since
the image of Equation 3.16 is distributed on a hypersphere, inserting into the
dot-product kernel version of Equation 3.15 results in

hNTK(x
T
i xj) = hNTK(γ(vi)

Tγ(vj)) = hNTK(hγ(vi − vj)). (3.18)

Therefore, by applying Equation 3.16 to the input coordinates, the training
of a MLP on these transformed coordinates corresponds to kernel regression
with a stationary composed kernel hNTK ◦ hγ. Tancik et al. [105] demonstrate
experimentally that the frequency decay in this composed NTK can be con-
trolled by adjusting the hyperparameters of the Fourier feature mapping
[b1| · · · |bm] = B. By comparing different mappings, they find that the ran-
dom Fourier feature mapping from Rahimi et al. [90], which samples each
entry of B ∈ Rm×d from a Gaussian N (0, σ2) and takes the form

γ(v) = [cos(2πBv), sin(2πBv)]T (3.19)

yields the best results across a set of different tasks. The hyperparameter σ

controls the width of the kernel and should be subjected to a hyperparameter
search [105].

3.3 probabilistic models

Over the years, an enormous amount of research has been carried out in
attempt to create realistic, articulated, digital human shape models. The ap-
plications of such models are versatile and arise in various fields, including
Medical Imaging, Computer Vision, and Computational Anatomy. State-of-
the-art methods [65, 122] leverage a large corpus of 3D scans of humans with
various body proportions and poses, resulting in a parametric model which
can be used to create new, realistic 3D models of humans or reconstruct a
reasonable 3D model from partial observations. This involves probabilistic
inference mechanisms that are also crucial for the methods discussed in this
thesis. Therefore, this section provides a brief introduction to probabilistic
models and particularly to latent variable models that can be instantiated
from the Auto-Encoding Variational Bayes (AEVB) Algorithm [52]. Most of
the content below is adapted from [10].
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Probabilistic Models incorporate random variables and probability distri-
butions to describe a phenomenon that can be observed from data. More
precisely, probabilistic models capture correlations in the data that resemble
a distribution from which new instances can be sampled that are similar to
the original data. In the case of human shape modeling, this could be some-
thing like a correlation between height, weight and sex of a person. Usually
the underlying distributions of real-world data samples are very complex
and hard to determine. Thus, one typically defines a simpler distribution in-
corporating some assumptions about the data generating process. The goal
is to find a simple, tractable distribution that resembles the original distri-
bution closely. By conditioning the simple distribution on assumptions, one
incorporates uncertainty into the model. A natural choice to formalize such
probabilistic models is therefore using Bayes’ theorem, because this allows
to incorporate the conditioning of assumptions and data while also quanti-
fying the uncertainty. Let H denote the set of assumptions made about the
true data distribution, D is a set of data samples from this true distribution
and z be some vector of random variables. Then, p(z) is the prior distribu-
tion of some unobserved (latent) random variables and one tries to find the
posterior p(z| H,D) distribution of these variables, which is defined using
Bayes’ theorem as:

p(z| H,D) = p(D|z,H)p(z|H)

p(D|H)
. (3.20)

The term H will be omitted in all following equations for readability. Its
only purpose above was to underline the fact that some of the components
involved in the kind of computations that are about to be explained are
modeling decisions. These decisions materialize implicitly, for instance as
the decision for a specific probability distribution, e.g. one of the exponential
family, for the prior.

The following paragraphs will introduce the components of Equation 3.20

in detail. The prior p(z) can be interpreted as subjective prior knowledge
about the unobserved variables before observing any data. The term p(D|z)
is called the likelihood of z under D and describes how the unobserved vari-
ables and the observed data samples are related. It models the probability
of the data D if the latent variables z would be known. The denominator of
Equation 3.20 is called the evidence and computes as:

p(D) :=
∫

p(D|z)p(z)dz = Ez∼p(z) [p(D|z)] . (3.21)

Sometimes also called marginal likelihood, the evidence is independent of
z and ensures that the posterior is normalized. The formulation involving
the expectation on the right hand side of Equation 3.21 suggests that the
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evidence can also be interpreted as the expected likelihood, where the ex-
pectation is taken with respect to the prior distribution p(z) [26]. Due to the
integral in Equation 3.21 the evidence is often hard to compute. Therefore,
several different approximation schemes have been proposed to compute an
approximate posterior q(z|D) that closely resembles the true, but intractable
posterior p(z|D). Section 3.3.1 presents the concept of variational inference,
which is one method to find an approximate posterior.

Since the following concepts focus on approximation of probability dis-
tributions, one needs a way to measure the similarity of two probability
distributions. The KL Divergence DKL is often used for this purpose. It is The KL Divergence is

named after its
inventors Solomon
Kullback (1907 - 1994)
and Richard Leibler
(1914 - 2003).

expressed in terms of two probability distributions P and Q, where the for-
mer often represents the observed data and the latter is a theory or model
that approximates P. Its formulation involves the entropy and it can be inter-
preted as the expected information loss between the approximated and true
distribution. Consider a random variable X with possible outcomes x, then
the KL Divergence is defined as:

DKL(p||q) =
∫

R
p(x)log

[
p(x)
q(x)

]
dx = EX∼p

[
log
[

p(x)
q(x)

]]
. (3.22)

Note that the KL Divergence is no valid metric, since it violates the sym-
metry axiom for metrics (i.e. DKL(p||q) 6= DKL(q||p)). Hence it is called di-
vergence instead of distance. However, it satisfies the other two axioms (i.e. Metric axioms: (1)

positive definiteness:
∀x,y : d(x,y) ≥ 0
and d(x,y) = 0⇔
x = y,
(2) symmetry:
d(x,y) = d(y,x),
and
(3) triangle inequality:
d(x,y) ≤
d(x,z) + d(y,z).
Deisenroth et al. [26]

identity of indiscernibles and triangle inequality) and is additionally posi-
tive semi-definite. Therefore it is used to compare probability distributions.
In practice, Equation 3.22 is defined as the expectation over point samples
and hence, the integral turns into a sum. This is a valid approximation due
to the law of large numbers.

3.3.1 Variational Inference

Variational methods are one example of how one can approximate a pos-
terior distribution that is originally intractable due to marginalization over
a set of latent variables. It originates from the calculus of variations, which
deals with calculus of functionals, i.e. mappings that take a function as input.
For an example of a functional, consider the KL-Divergence in Equation 3.22.
The key here is that the log-likelihood ratio, which is the term inside the ex-
pectation on the right hand side of Equation 3.22 is a function of the random
variable X. The derivative of such a functional expresses how the value of
the functional changes in response to infinitesimal changes to the input func-
tion.

For the following discussion, the presence of a latent variable Bayesian
model, like the one in Equation 3.20 is considered. The set of all latent



38 fundamentals

variabels is denoted as Z , whereas all observed variables are denoted as
X . More precisely, X and Z are sets of N independent and identically dis-
tributed (i.i.d.) samples, such that X = {x1, · · · , xN} and Z = {z1, · · · , zN}.
Hence, the unknown posterior takes the form

p(z|x) = p(x|z)p(z)
p(x)

, (3.23)

which is intractable due to the marginal likelihood as already discussed.
The remedy to this problem is to approximate the true posterior, which will
be denoted as pθ(z| x), with a simple and tractable posterior distribution
qφ(z|x). The subscripts θ and φ denote the parameters of the distribution
and are indicating that p and q can have completely different sets of param-
eters, despite modeling the same relationship between random variables x
and z. Using the approximate posterior qφ(z|x), variational inference can
be formulated as an optimization problem to find the best parameters φ∗

that minimize the KL-Divergence (Equation 3.22) between the true posterior
and the approximate posterior. Hence the goal of this optimization can be
formulated as the following Maximum-A-Posteriori (MAP) estimation with
respect to the reverse KL-Divergence between the approximate and the true
posterior:

φ∗ = arg min
φ∈Φ

DKL(qφ||pθ). (3.24)

Equation 3.24 is still not solvable, since it incorporates the intractable pos-
terior pθ(z|x). However, using the fact that the expectation is a linear oper-
ator and by leveraging Bayes’ rule, the reverse KL-Divergence can be rear-
ranged into

DKL(qφ||pθ) = Eqφ

[
log
[

qφ(z|x)
pθ(z|x)

]]
= Eqφ

[
logqφ(z|x)

]
−Eqφ [logpθ(z, x)] + logpθ(x)

∫
qφ(z|x)dz.

(3.25)

The integration over the density qφ(z| x) equals to 1, thus this term can
be ignored. The simplifications in Equation 3.25 reveal a relationship be-
tween the intractable marginal log-likelihood logpθ(x) and DKL(qφ||pθ). By
expressing the marginal log-likelihood in terms of the other components of
Equation 3.25, this relationship can be leveraged to find a remedy to the
problem of the intractable components:

logpθ(x) = −Eqφ

[
logqφ(z|x)

]
+ Eqφ [logpθ(z, x)] + DKL(qφ||pθ). (3.26)
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The key insight is that the KL-Divergence is positive semi-definite and
thus can not be less than zero. This allows to remove it from Equation 3.26

by turning the equality into an inequality:

logpθ(x) ≥ −Eqφ

[
logqφ(z|x)

]
+ Eqφ [logpθ(z, x)] . (3.27)

This formulation describes a lower bound on the marginal log-likelihood,
and is called Evidence Lower Bound (ELBO). It is independent of the in-
tractable components and can therefore be used as an optimization objec-
tive. Note that in order for Equation 3.26 to hold, maximizing the ELBO must
result in a minimization of the KL-Divergence, which is the desired behavior.

3.3.2 Auto-Encoding Variational Bayes

Building on the foundations laid in the previous section it is still left to draw
the connection between DNNs and variational inference techniques. The key
insight presented by Kingma et al. [52] is to use DNNs as a tool to learn the
probability density functions pθ(x|z) and qφ(z|x) from a large data set. In
this setting, θ and φ denote the learnable network parameters. The idea be-
hind this is to learn the data generating process of observed data samples
x under the assumption that this process is influenced by some continuous
random variable z. The neural network representing qφ(z|x) is called a prob-
abilistic encoder, since it parameterizes a probability distribution over the
latent codes z which can be sampled from. The network pθ(x|z) is called a
probabilistic decoder, or generator, since it takes samples z ∼ qφ(z|x) from
the encoder in order to reconstruct samples that are similar to the data set
with observed data points. This whole idea is summarized in Figure 3.7.
Subfigure (a) shows a directed graphical model of the problem statement,
whereas subfigure (b) shows a network diagram of encoder and decoder.
The network parameters of encoder and decoder are updated with respect
to an optimization objective which can be derived from the ELBO. Rearrang-
ing Equation 3.27 results in a form that facilitates interpretability of the ELBO

as a loss function to train encoder-decoder DNNs as depicted in Figure 3.7 (b).
Analogously to [52], the ELBO will be referenced as L(θ, φ,x(i)) from here on,
where x(i) references the i-th sample in the data set.

L(θ, φ,x(i))
(3.27)
= −Eqφ

[
logqφ(z|x)

]
+ Eqφ [logpθ(z, x)]

= Eqφ [logpθ(x|z)]− DKL
(
qφ(z|x)||pθ(z)

) (3.28)

The right hand side of Equation 3.28 consists of two parts that can be
aligned with Figure 3.7 (b). The first part is an expectation over the decoder,
which can be interpreted as a reconstruction error term, since it quantifies
the log-likelihood of the reconstructed input. The second term in Equa-
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Figure 3.7: Graphical Model of Variational Autoencoder. (a) visualizes the directed
graphical model of the problem formulation by Kingma et al. [52]. The
line style represents the differences between the generative model (solid
lines) and the variational approximation to the intractable posterior
(dashed lines). The model parameters φ and θ are learned jointly. (b)
shows the interplay between encoder and decoder on 2D images of hand-
written images from LeCun et al. [60]. The encoder produces two latent
vectors that parameterize a Gaussian distribution which can be sampled
from to reconstruct the input.

tion 3.28 is a KL-Divergence between the approximate posterior and the
prior distribution over the latent variables z. Note that the prior is a model-
ing decision and one can therefore chose any distribution. In practice, this
prior is often Gaussian. In essence, this KL-Divergence is a regularization
term that ensures that the approximate posterior takes a form that is similar
to the prior distribution.

One last step is necessary in order to use the ELBO from Equation 3.28

as a loss function. Namely, the gradient of L(θ, φ,x(i)) with respect to φ

is problematic, since the forward pass requires a sampling operation, i.e.
z̃ ∼ qφ(z|x) and this sampling operation is not differentiable with respect
to φ. Kingma et al. [52] propose a remedy to this issue by introducing the
reparameterization trick. In essence, the sampling of a continuous random
variable z from a conditional distribution qφ(z|x) can be expressed as the
transformation of a deterministic variable by a differentiable, vector valued
function, i.e. z = gφ(ε, x) where ε is an auxiliary variable with independent
marginal p(ε). One example in the case of a Gaussian distribution would be
to reparameterize z with gφ(ε, x), where ε ∼ N (0, I):

gφ(ε, x) = µφ(x) + ε� σφ(x). (3.29)

The � in Equation 3.29 indicates an element-wise product. Using this repa-
rameterization trick, the stochasticity of z originates from ε, while the func-
tions µφ(·) and σφ(·) are outputs of the stochastic encoder network. Thus,
it is possible to compute gradients of Equation 3.28 with respect to the net-
work parameters of encoder and decoder. Assuming there exists a large data
set X with N observed, i.i.d. variables, one can combine all of the previously
introduced concepts to derive an optimization algorithm over minibatches
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Listing 3.1: Minibatch Auto-Encoding Variational Bayes [52]

θ, φ← Initialize Parameters
repeat

XM ← Random minibatch of M data points (drawn from full
dataset)

ε← Random samples from noise distribution p(ε)
g ← ∇θ,φLM(θ, φ;XM, ε) (Gradients of minibatch estimator)

θ, φ← Update parameters using gradients g (e.g. via SGD)
until convergence of parameters (θ, φ)
return θ, φ

XM = {x(i)}M
i=1 to optimize θ and φ jointly. The Auto-Encoding Variational

Bayes (AEVB) algorithm, as proposed by Kingma et al. [52], can be found in
Listing 3.1.

remark (vae on 3d input) The VAE depicted in Figure 3.7 (b) operates
on 2D images. As already mentioned in Section 3.2, 2D images are signals
that operate on a 2D grid, which introduces a geometric prior that can be
exploited by DNNs. Moreover, the structure of the image domain is disentan-
gled from the signal. In other words, due to the alignment on a fixed grid,
natural correspondences between input image and reconstruction exist. In
3D, this property only exists for the voxel grid. Thus, extending the VAE to
3D voxel tubes is straightforward and was already proposed by Wu et al.
[117]. For all other 3D shape representations discussed in Section 3.1, the
domain must be part of the signal in order to provide the network with po-
sitional information. Thus, the input comprises both, position in space and
label information.

3.3.3 Autodecoders

Autodecoders are closely related to the AEVB algorithm. Indeed, it is possi-
ble to formulate a Variational Autodecoder (VAD) as a different instantiation
of the AEVB algorithm [121]. Especially for neural implicit shape represen-
tations, a different formulation of autodecoders which dispenses with the
variational optimization has evolved recently [12, 81].This section is meant
to elaborate on the differences between these two formulations. In general,
they take a similar form, which is illustrated for the handwritten digit exam-
ple in Figure 3.8. Contrary to the VAE, an Autodecoder no longer relies on an
encoder network to predict the latent variables z. Instead, z represents a vec-
tor with learnable parameters, which are updated jointly with the decoder
parameters θ during optimization. This makes z independent of concrete
values of the input x and thus, the reconstruction is less prone to errors due
to missing values in the input. Therefore, autodecoders are especially useful
for tasks like data imputation, or shape completion, where one seeks to fill in
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Decoder
gθ(z)

z

Figure 3.8: Graphical Model of a Variational Autodecoder. The model no longer re-
ceives the image as input, but a latent vector z, which is sampled from
two learnable vectors µ and Σ. During optimization, both the decoder
weights θ and the latent vectors µ and Σ are updated based on a Loss
function defined with respect to the network prediction and ground
truth.

missing parts in their data with reasonable values, but simple interpolation
is not a feasible option.One example for the

need of such
formulations is that

interpolating the
coordinates of mesh

vertices around a hole
is not a feasible option

for a curved surface,
since the curvature
would get lost. An

interpolation on the
manifold is required,

which in this setting is
implicitly represented

by the neural network.

Since an autodecoder does only depend on the input x indirectly through
the Loss function, the inference also involves an optimization step over the
latent vector z. This can be viewed from a probabilistic perspective as an
Maximum-A-Posteriori (MAP) estimation

z∗ = arg min
z

∑
(xj,yj)∈X

L(gθ(z,xj), yj), (3.30)

where (xj, yj) ∈ X are at inference time observable data points. This op-
timization is only formulated over z, while the decoder weights θ are held
constant.

3.3.3.1 Variational Autodecoder

This formulation of an Autodecoder, can be directly derived in terms of the
AEVB framework [121]. Essentially, the training of a VAD is almost similar
to the training of a VAE, with the only difference that parameters of the
approximate posterior distribution qφ(z|x) are no longer represented by an
encoder network. Instead, those parameters are modeled explicitly and are
directly optimized together with the decoder weights. For example, one suit-
able choice for the approximate posterior would be a multivariate Gaussian.
In this case, the mean µ and covariance Σ = diag(σ) are learnable parame-Due to i.i.d. assumption

the approximate
posterior is modeled

with a diagonal
covariance matrix.

ters. Hence φ = (µ,σ), with µ,σ ∈ Rd. The joint training of the parameters
φ and the decoder weights θ corresponds to maximizing the ELBO from Equa-
tion 3.28, just like training a VAE.
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inference At inference time, the decoder parameters θ∗ are considered
to be optimal (indicated by the asterisk) and are therefore fixed. Similar to
a classical VAE, the prior distribution p(z) can be used to sample concrete
values z which are used by the decoder to generate data samples following
the same distribution as the training data. Hence, the decoder is a gener-
ative model. However, in order to reconstruct a specific data sample x̂, an
optimization over this learned latent space is required. For a VAE, the ẑ cor-
responding to x̂ would be computed by the encoder, but since the encoding
component is missing in the VAD, ẑ ∼ qφ(z|x̂) can not be trivially evaluated,
but it can be estimated using MAP estimation as described in Equation 3.30.

3.3.3.2 Autodecoder versus Generative Latent Optimization

Autodecoders can also be deployed without the variational framework. Two
recent publications introduce very similar concepts: Generative Latent Opti-
mization (GLO) [12], and the Autodecoder formulation in DeepSDF [81]. The
following paragraphs provide a comparison of those two approaches.

Generative Latent Optimization

The main motivation behind the invention of GLO was to determine the fac-
tors for success of Generative Adversarial Networks (GANs) [30] in generative
image modeling. Bojanowski et al. [12] identify the two factors as (1) leverag-
ing the powerful inductive bias of deep CNNs, and (2) the adversarial training
protocol of GANs. The latter point is often seen as a necessary evil, since the
adversarial optimization problem is sensitive to architectural choices, ran-
dom initialization, and hyper-parameter setting, making the training of GANs

difficult. Hence, the question raised by Bojanowski et al. [12] is whether
a neural network with comparable representative power to a GAN can be
trained without the adversarial optimization scheme. They find an affirma-
tive answer to their question by designing an autodecoder network, which
not only renounces the adversarial optimization scheme, but also does not
require the variational optimization of VAD.

Instead of sampling from a prior distribution, GLO directly optimizes d-
dimensional vectors Z = {z1, · · · zN}, where zi ∈ Rd for all i = 1, · · · , N Note, these are not

vector-valued random
variables, but vectors
with randomly
initialized values.
Hence the different
notation.

along with a set of images X = {x1, · · · ,xN}. The model is a CNN gθ : Z 7→
X , which is optimized jointly towards learning the optimal parameters θ∗ of
the CNN and the optimal latent vector z∗i for each image xi as:

min
θ∈Θ

1
N

N

∑
i=1

[
min
zi∈Z
L(gθ(zi),x(i))

]
, (3.31)

where L(·, ·) is a simple reconstruction loss. Instead of regularizing z to-
wards a probability space induced by the prior distribution, Bojanowski et al.
[12] leverage the fact that confidence regions of Rd random vectors sampled
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from a d-dimensional Gaussian distributions are ellipsoids centered at the
mean vector µ with radii ri that can be derived from a spectral decompo-
sition of the covariance matrix. As such, the eigenvectors of the covariance
matrix correspond to the principal axes of the ellipsoid, whereas each axis
is scaled by a factor proportional to the corresponding eigenvalue and a χ2-
distributed variable regulating the desired confidence level. For an isotropic
Gaussian, the confidence region degenerates to a sphere. This property en-
ables the computation of a sphere containing samples up to a desired con-
fidence level. For simplicity, the latent vectors z in GLO are projected onto
the unit `2 sphere after each update. Bojanowski et al. [12] argue that this
regularization is less restrictive than the DKL-regularization towards a prior
distribution employed by variational techniques. In order to use GLO as a
generative model, a full covariance Gaussian can be fitted to the learned la-
tent vectors Z = [z1, · · · , zn] after the training of the network is finished.
Samples from this distribution can be decoded by the CNN into images. This
procedure corresponds roughly to the generation of samples using VAE/VAD

from the prior distribution p(z) ≈ N (0, I). Bojanowski et al. [12] further
investigate the properties of the latent space Z learned by GLO and compare
their findings to the latent spaces of GANs, VAEs and Principal Component
Analysis (PCA) [83].GANs,

Autoencoders (AEs),
and PCA can be

categorized as
representation learning
techniques, as the idea

is to find a latent
representation that is

compact but carries as
much information as

possible. Moreover, AEs
are nonlinear

extensions of PCA.

A pleasant property of the latent spaces of GANs, VAEs, GLO, and VADs is
that they seem to linearize the data manifold [12]. Hence, a linear interpola-
tion in the latent space between the codes of two samples zi maps through
the respective decoder to a smooth, nonlinear interpolation between the cor-
responding xi on the data manifold. In other words, the linear interpolation
between two samples in the latent space maps to a geodesic on the data
manifold, resulting in semantically correct reconstructions for all intermedi-
ary latent samples along the interpolation path. This property also allows to
carry out linear arithmetic operations on the latent codes zi. For example in
the case of image encoding, the latent representation of an image showing
a boy can be transformed into an image of a girl by subtracting the latent
representation of a man and adding the latent representation of a woman.The same property is

often demonstrated
using the famous
example of word
embeddings with

Word2Vec [72]: "king"
- "man" + "woman" =

"queen".

Finally, Bojanowski et al. [12] point out that the principal vectors of the
latent space can be linked to meaningful attributes in the data. This enables
to tweak attributes of the data by varying only principal vectors of the latent
space, which for example corresponds to changing the hair color of a woman
in an image while leaving other attributes (e.g. facial expression, gender,
eye color, etc.) unchanged. Throughout this thesis, these properties of the
latent spaces are used to find good latent representations based on deficient
input data, such that a full, semantically meaningful reconstruction that is
consistent with the partial observation can be computed by the decoder.
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Autodecoder

The autodecoder formulation in DeepSDF [81] closely resembles the formu-
lation of GLO, but with a focus on 3D shape instead of images. 3D shape
completion from single-view depth map observations is given as a concrete
example to demonstrate the representational power of the DeepSDF formu-
lation. In a similar way to Equation 3.30, the inference with DeepSDF from
partial data can be expressed as:

ẑ = arg min
z

∑
(xj,sj)

L( fθ(z,xj), sj) +
1
σ2 ‖z‖

2
2, (3.32)

where xj and sj are ground truth data obtain by back-projecting the depth
map into R3, and the term on the right is a regularization over the latent
vectors, where σ2 is the variance used to initialize the latent vectors. The task
of shape completion amounts to finding the latent code that best explains the
partial observation.

In all other regards, GLO and autodecoder refer to very similar concepts.
Therefore the two terms are used interchangeably throughout this thesis.

summary

The foundations described in this thesis relate to the further course as fol-
lows. First, the implicit neural representations were delimited from classical
shape representations. In this work, several ONet derivatives are used to rep-
resent 3D shape families. The ideas formulated in the light of the Geometric
Deep Learning blueprint allow to reason about the abilities of implicit neural
representations when interpreting the results of this thesis. Furthermore, the
four different configurations of ONets can be delimited from another. Two of
those ONet configurations make heavy use of the variational inference tech-
nique, while one of the two autodecoders corresponds to the VAD and the
other one corresponds to the GLO. The next chapter defines the four ONet con-
figurations, introduces the datasets used in the experiments and emphasizes
on metrics that are used to assess the reconstruction quality of the different
model configurations.





4
M E T H O D O L O G Y

Based on the theoretical principles described in Chapter 3, this chapter de-
fines the model configurations used in the experiments and provides further
information that are required to interpret the experimental results. To that
end, Section 4.1 of this chapter contains a detailed elaboration of the main
differences in the model architectures examined in this work. Section 4.2
describes how the hyperparameters of the different model configurations
where chosen. The conducted hyperparameter optimization already reveals
insights into to the idiosyncrasies of the different models, which are also
discussed in that section. Section 4.3 describes the datasets used in the ex-
periments and elaborates on the data-processing steps that were conducted
to obtain the training data for the models. Afterwards, a description of the
training and evaluation procedures follows in Section 4.4. A discussion of
the metrics used to quantify the reconstruction quality in the different exper-
iments in Section 4.5 marks the end of this chapter.

4.1 model characteristics

The baseline for all model architectures described below is Occupancy Net-
work (ONet) [70]. Inspired by the GLO autodecoder formulation [12, 81], as
well as the VAD [121], four different model configurations are worked out
and compared in the subsequent sections.

4.1.1 Reproducibility of Published Occupancy Network Results

In order to gain a profound understanding of the inner workings and practi-
cality of ONets, a considerable expenditure of time went into the investigation
of the reproducibility of the results reported in [70]. As this was not straight-
forward and required thorough analysis of written word in paper, supple-
mentary material1, and official code implementation2, this section severs as a
documentation of the lessons learned throughout the course of that process.

First and foremost, multiple different architectures for encoder and de-
coder modules exist in the code repository, despite the fact that Mescheder
et al. [70] write in their paper and supplementary material that all exper-
iments were conducted using the same decoder architecture. However, by

1 https://avg.is.tuebingen.mpg.de/publications/occupancy-networks (last visited on
September 29, 2021)

2 https://github.com/autonomousvision/occupancy_networks (last visited on September 29,
2021)

https://avg.is.tuebingen.mpg.de/publications/occupancy-networks
https://github.com/autonomousvision/occupancy_networks
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inspecting the published weights for the model on unconditional mesh gen-
eration, a contradiction to this statement was identified, as at least two differ-
ent decoder architectures are used for the experiments. Section 4.1.2 below
contains more information on the discrepancy in the decoder architectures.
In general, Mescheder et al. [70] do not publish quantitative results on their
unconditional generative model, leading to uncertainty about the expectable
reconstruction quality with such a model. The results reported on voxel
super-resolution and single-view reconstruction do not directly compare to
the intention of this thesis since they consider different data modalities and
are therefore less relevant for this work. So the remaining experiments to
reproduce are the one examining the representation power of ONets, and the
one on point cloud completion.

The careful inspection of the published code reveals a close connection
between the network used to examine representation power and GLO, as no
encoder network is used in this configuration. Instead, 512D Embeddings
are learned for each shape in the dataset and stored in a look-up table.
Mescheder et al. [70] compare this strategy to [106], where bottleneck fea-
tures are stored in a hash table and then used by a decoder to generate
high resolution voxel grids sophisticatedly by arranging upconvolutional
and dense layers in an octree structure. However, as pointed out in [106],
they use an encoder network to produce the bottleneck features. Instead,
Mescheder et al. [70] select the Embedding of a shape from the look-up ta-
ble, feed it to their decoder, and optimize the Embedding vector jointly with
the decoder weights. This is conceptually very similar to GLO. However, the
reported mean Intersection over Union (IoU) of 0.89 for the chair subset of
ShapeNet reported in [70] was only evaluated on the train split, completely
disregarding the validation and test splits. Therefore, the published results
of this experiment do not allow any reliable statement about the general-
izability of the method, since the model is, by experiment design, actively
encouraged to simply memorize the training data. They do not serve as a
comparable baseline, since they are the result of an oversimplified problem.
Therefore, two other, encoder-based ONet configurations were selected as
baseline model for the experiments of this work, which are described below.

4.1.2 Encoder-based Occupancy Networks

As indicated by the title of this work, the main focus is on reconstructing
3D shapes from deficient input. With its probabilistic formulation based on
Bayes’ rule (cf. Section 3.3.2), the VAE framework appears to be particularly
suitable to deal with the uncertainties induced by partial and noisy data
observations. Therefore, this model configuration, which corresponds to the
model for unconditional mesh generation in [70] (VAE-ONet in Section 3.2)
serves as the first encoder-based baseline model for this work. It is adopted
directly from the paper and official implementation from [70]. The second
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baseline is also adopted directly from the ONet paper and corresponds to
the model used for Point Cloud completion, which closely resembles the
VAE model but does not get optimized in the variational setting. This model
configuration will be called vanilla AE in the following discussion. Since this
ONet is already evaluated against other state of the art baseline methods on
point cloud completion in the original publication, this section only focuses
on describing the internals of ONets comprehensively.

Model Architectures

Both encoder-based configurations comprise an encoder network which re-
sembles PointNet [87] and an occupancy decoder. The encoder maps the
ground truth occupancy values, together with 3D query points onto inter-
mediary representations. In the case of VAE-ONet, the intermediary represen-
tation consists of two vectors corresponding to the mean and log-variance of
a multivariate normal distribution. A 128-dimensional random vector, which
is sampled from this distribution using the reparameterization trick [52], con-
stitutes as the input for the decoder in order to predict an occupancy value
for each 3D query point. For the vanilla AE, the latent representation is a
single vector encoding the input. The following paragraphs contain detailed
elaborations on the idiosyncrasies of the respective encoder and decoder ar-
chitectures.

encoder Figure 4.1 portrays the architecture of the encoder network of
the VAE model. It consists of four fully-connected layers for the occupancy
ground truth and query points. The first layer is split into two heads, where
one fully-connected layer transforms the query-point locations into higher-
dimensional feature vectors, which are added element-wise to the output
of the other, also fully-connected layer, doing the same with the occupancy
ground truth. The intermediary feature representations of the second and
third fully-connected layer are max-pooled to obtain a global feature vec-
tor. Immediately concatenating them with the local feature at the respective
layer enables the network to incorporate global information directly in early
layers. The last layer computes the 128-dimensional mean and log-variance
vectors, without applying an activation function. Therefore, the respective
values are logits and especially the variance vector must be transformed to
be positive definite before parameterizing a Gaussian. A natural choice is to
treat the vector as the log of the true variance in order to allow the network
to distribute the values over the whole real number line R [53]. The Gaus-
sian representing the posterior distribution q(z|x) is then parameterized as:
N (µ, exp(σ̂)). The encoder used for the vanilla AE version of ONet follows
almost the same architecture, with the difference that output comprises a sin-
gle, 512-dimensional latent vector and the input for the ground-truth data
is missing. Another difference lies in the structure of the input data to both
encoder networks, as the VAE takes the uniformly distributed query points,
together with the ground truth occupancy values as input. Opposed to that,
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Figure 4.1: Detailed architecture diagram of the Occupancy Encoder Network. The
two inputs to the encoder are an (N, 1)-shaped tensor with occupancy
values and a (N, 3)-shaped tensor with query point locations, where
N denotes the number of points. After the max pooling operation, the
single 256D global feature vector is broadcasted to shape (N, 256) and
concatenated with the (N, 256)-shaped local feature of the layer prior to
the max pooling.

the vanilla AE takes points sampled from the surface of the shape as input to
produce a global, permutation invariant signature of the input shape in the
spirit of the original PointNet architecture.

decoder As already outlined in Section 4.1.1, a contradiction in model ar-
chitecture description and implementation exists and calls for further inves-
tigation. The main decoder architecture, which according to Mescheder et al.
[70], was used for all experiments, does not match the published weights for
VAE-ONet. However, a second, slightly less complex architecture, which could
be identified by inspecting the code base, matches the published weights.
Figure 4.2 depicts both architectures and the following discussion analyzes
and delimits them from each other. The CBN-ResNet decoder depicted in sub-
figure (a) is the main decoder. It comprises five pre-activation ResNet blocks,
which themselves consist of several sub-layers. First, CBN [24] conditioned on
the output of the encoder is applied to the feature vector before passing the
output through a ReLU activation function. After this first step, the feature
vector is passed through an ReLU-activated fully-connected layer. The succes-
sion of these two sub-layers is repeated once using the same latent vector as
condition for CBN, but different parameter sets in the FCN layer. One such
block is rounded up by adding the output of the last fully-connected layer
to the residual connection from the input of the block. After the fifth ResNet
block, a last CBN layer is applied to the features.

The second decoder architecture, depicted in Figure 4.2 (b), incorporates
ResNet blocks in their original formulation described in [40]. Therefore, this
architecture will be referenced as simple ResNet decoder for the remainder
of this work. It takes the following form: First, the query points and the la-
tent vector are projected to the same dimensionality by applying a fully con-
nected layer to each input representation. Then, five ResNet blocks follow. Fi-
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Figure 4.2: Two different Occupancy Network decoders. (a) shows the CBN-ResNet
version, where each ResNet block comprises two CBN-layers with ReLU
activations and subsequent FCN-layers, likewise with ReLU activation. (b)
shows a simpler version, where no CBN is applied. Instead, the feature
vectors of the latent representation and the query points are projected
into the same dimension using a fully-connected layer and subsequently
passed through classical ResNet blocks. Both decoder networks comprise
five of the respective ResNet blocks.

nally, the occupancy predictions are computed using a fully-connected layer
projecting the feature vectors to one dimension. This very last step is identi-
cal in both decoder architectures.

The reason for using two baselines is that they are substantially differ-
ent despite their very similar formulation. On one hand, the VAE network
learns a probability distribution over the volumetric occupancy values di-
rectly from the ground truth occupancy. However, the input to this encoder
is a set of uniformly sampled query points and does not carry geometric
information about the surface per se. On the other hand, the vanilla AE

learns to encode shapes based on samples from the surface. Hence, the en-
coder can extract semantic information about the geometry of the surface.
This may result in different latent features. In both cases, the decoder is
queried with uniformly distributed query points for occupancy values. The
dichotomy between these two baseline models also sheds light on the gen-
eralizability of encoder-based networks to partial and noisy input data, like
inverse-projected depth maps. While the VAE, due to its probabilistic formu-
lation, can be subjected to MAP-Estimation during inference and used in the
same way as an autodecoder, the question arises whether the autodecoder
configuration is necessary during model training, or if training a full VAE

and tossing away the encoder during inference is actually advantageous to
training a VAD. The experiments in Chapter 5 try to shed light on the id-
iosyncrasies of the different options.
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4.1.3 Autodecoder Formulations of Occupancy Networks

As already outlined in Section 4.1.1, one of the model configurations of ONets

is already almost identical to GLO, but not suitable in the way set out in [70],
since the model is actively encouraged to overfit the training data. To miti-
gate the overfitting, it was found to be essential to tightly monitor the gap
between training loss and evaluation loss, whereas the evaluation loss is
computed on samples that are not part of the train split and the correspond-
ing latent vector was found using the MAP-estimation from Equation 3.24

with fixed decoder weights.

In this optimization procedure, the latent vector can be either initialized
from the current state of the training look-up table, or via random initializa-
tion. For GLO, the latent vectors are initialized randomly from an isotropic
Gaussian and subsequently normalized to the unit sphere, whereas for VAD,
the mean and log-scale of the training vectors are used to initialize the la-
tent vectors. Using this strategy, the “one latent vector per training sam-
ple” methodology [12, 70] can be applied during training. Since the VAD

requires two latent vectors per training sample by design – one representing
the mean, and a second to model the log-variance of the multivariate Gaus-
sian – this strategy can be straightforwardly adopted by simply initializing
two latent vectors per training sample in a look-up table.

In order to use both autodecoder configurations as generative models,
the approximate posterior can be computed as follows. For GLO, a full-
covariance multivariate Gaussian can be fitted to the set of latent-vectors
obtained during training. For the VAD, the mean µ and the log-variance can
also be computed directly from the sets of latent vectors obtained during
training. However, since the optimization applied during training encour-
ages the latent variance vectors to be uncorrelated, they can be simply aver-
aged and the resulting approximate posterior is an isotropic Gaussian.

4.1.4 Comparison of Model Sizes

Park et al. [81] argue that one of the benefits of autodecoder models is the
better utilization of compute resources compared to their autoencoder pen-
dants, since the latent spaces can be optimized without the need for an en-
coder network that needs to be held in memory. However, in order to com-
pensate the missing encoder, a latent vector per training sample is held in
memory throughout training. Therefore, the memory footprint of the mod-
els grows with the number of training samples unless the latent codes are
swapped.

Table 4.1 lists the number of parameters for each encoder and decoder
discussed above. This data can be used to compute the break even point
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Table 4.1: Number of network parameters per model component. The numbers as-
sume the latent space to be 128-dimensional.

Model Component #Parameters

Variational Encoder 116,096

PointNet Encoder 428,416

Simple ResNet Decoder 182,273

CBN ResNet Decoder 1,385,729

between autodecoders and autoencoders in terms of the number of allowed
shape codes that accumulated do not exceed the number of parameters of the
encoder. The VAD exceeds the number of parameters of the VAE for N ≥ 454
concurrently tracked shape codes and the GLO model exceeds the VAE for
N > 907 concurrently tracked shape codes. Both estimates use latent codes
of size 128. So for the argument to hold, one is well advised to keep the
codes in RAM and swap them to VRAM on demand. This way, only one latent
shape code per batch element is required to be in VRAM for GLO, and two
codes per batch element for VAD.

4.2 hyperparameter optimization

All models were subjected to a stochastic hyperparameter search in order to
find the best values for learning rate and other hyperparameters. Table 4.2
lists the search space for all models. Tree-structured Parzen Estimator (TPE)
[8] was used to optimize the hyperparameters in 50 different trials, whereas
each trial ran for 100 epochs using the Optuna framework [3]. TPE is a se-
quential model-based optimization algorithm that falls in the category of
Bayesian optimization. As such, it builds a probabilistic model of the loss
function, conditioned on the selection of the hyperparameter values. This
allows to compute a likelihood of the hyperparameters, given the score of
the loss function, in order to select new hyperparameters that maximize the
expectation of the loss score. In other words, TPE makes informed decisions
about the selection of new hyperparameter values based on the history. In
contrast, random search picks hyperparameter values always randomly with
uniform probability and therefore converges slower to a good hyperparam-
eter configuration on average [8]. Each trial uses the same train/validation
data split in order to ensure comparability of results on the validation split,
which comprises 20% of the data. This was found to be sufficiently large to
justify the omission of k-fold cross validation in order to save compute time
on the GPU. IoU is used as score function for the hyperparameter optimiza-
tion. It is evaluated and reported after every training epoch to enable early
pruning of unpromising trials.
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Table 4.2: Hyperparameter search space for all models. Note that the VAE Model
does not need a separate learning rate for the latent vectors.

Parameter name Value Ranges

Fourier Feature dimensionality {2i | for i = 5, · · · , 8}
Fourier Feature scale [0.0, 10.0]
size of latent vector {2i | for i = 6, · · · , 9}
latent vector learning rate [1× 10−2, 1× 10−5] (only GLO and VAD)
decoder learning rate [1× 10−2, 1× 10−5]

decoder layer type {CBN ResNet, Simple ResNet}
activation function {ReLU, Leaky ReLU}

4.2.1 Search Space

Table 4.2 lists the search space for all models, which was intentionally mod-
eled to be compact in order to save compute time. Optimization of the model
architecture was restricted to the activation function, layer type, and dimen-
sionality of the latent vector. Therefore, all models use the same number of
decoder layers and each layer has equally many neurons (i.e. 256).

The layer type was included to this search because of the contradiction in
the ONet publication and supplementary material pointed out in Section 4.1.
Including the choice for either one of the layer types into the hyperparameter
optimization helps in understanding whether the more sophisticated CBN-
ResNet layer type is significantly advantageous over the simple MLP.

The type of activation function can help with gradient stability, as e.g.
the ReLU [75] is a non-saturated activation function which is the identity for
x > 0 and 0 otherwise. The leaky ReLU [68] only differs marginally from
ReLU as it assigns a non-zero slope to the negative part. In all experiments,
leaky ReLU was used with a slope of 0.2 for the negative part.

The size of the latent representation is an interesting hyperparameter, as it
allows to reason about the compactness of the learned representation of the
data by the different model configurations. The number of Fourier features
[104], and especially the feature scale helps by reconstructing finer details,
whereas the learning rates for the models have a significant influence on
learning speed and stability. Both autodecoder model configurations have a
second learning rate parameter for the latent vectors, while the VAE configu-
ration only requires a single learning rate.
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4.2.2 Results

The concrete numerical results of the hyperparameter optimization are docu-
mented in Appendix A. Tables A.1, A.2, and A.3 contain all resulting hyper-
parameter values from the optimization for all three model configurations
and datasets, while Figure A.1 contains bar charts visualizing the normal-
ized feature importances per dataset and model. The following paragraphs
contain a careful interpretation of the results with respect to model and
dataset properties. Since the hyperparameter optimization was only con-
ducted to find a good initialization for the optimization, the following ob-
servations should be enjoyed with caution, since they only allow reasoning
about model behavior in early training iterations and do not attest general
model properties.

First, the layer type does not seem to have significant influence on the
model performance. Across all three models and datasets, this hyperparam-
eter is of least significance, directly followed by the type of activation func-
tion. Only the VAE model trained on ShapeNet seems to benefit from the leaky
ReLU, which could be the case because ShapeNet is arguably the most diffi-
cult dataset of the three datasets at hand. Using leaky ReLU does not allow
zero-gradients, as opposed to ReLU. Thus, less self-regularization is happen-
ing during training and the network does not accidentally remove capacity
in the form of dead neurons.

The application of Fourier Features can be related to reconstruction fil-
ters in signal processing, where a higher standard deviation of the Gaus-
sian used to initialize the random matrix of the Fourier Features leads to a
thinner reconstruction kernel [104]. If the reconstruction kernel is too thin,
the reconstruction will likely suffer from aliasing artifacts, and if it is too
wide, the reconstruction will be significantly smoothed. This corollary does
not reflect in the observed values for Fourier Features. For instance is the
standard deviation of the Fourier Features for ShapeNet smaller across all
three models, despite the fact that ShapeNet is arguably the most difficult of
the three observed datasets because its samples exhibit significantly more
high-frequency proportions than samples of the other two datasets. Intu-
itively, the standard deviation should be high in the case of a dataset with
many high-frequency proportions, resulting in a thinner reconstruction ker-
nel. Due to this discrepancy, further investigations of the reconstructions
with Fourier Features were conducted. It could be observed, that models
trained on Fourier features produced very grainy results, indicating that the
kernels are generally too thin and the σ ranges of the search were likely too
high. Therefore, a second search with a smaller search range of [0.0, 1.0) for σ

was conducted, but turned also out to be ineffective. A possible explanation
for the ineffectiveness of the Fourier features lies in the application context:
Tancik et al. [104] apply Fourier features to overfit single examples into an
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implicit neural representation. A review of the recently published literature
in this field shows that little work has been conducted involving Fourier
Features during training of implicit neural representations on a whole shape
family. One hypothesis explaining the ineffectiveness of Fourier features on
multi-modal implicit neural representations would be that the transforma-
tion of the NTK and the consequent focus-shift of the network on learning
high-frequency signals prevents the network from extracting common, low-
frequency signals shared by the whole shape family. A thorough evaluation
of this hypothesis is beyond the scope of this work, and with the thesis dead-
line approaching, it was decided to omit the use of Fourier Features for the
experiments conducted in this work and leave it for future work.

4.3 datasets and data preparation

The different model configurations are trained and evaluated on three differ-
ent datasets. This section introduces each dataset and describes the prepro-
cessing steps that were applied uniformly to all datasets.

4.3.1 Used Datasets

In order to compare the performance of distinct model configurations with
the baseline ONet, experiments are conducted on the chair category of the
ShapeNet dataset [16] . This dataset is very prominent in the 3D Deep Learn-
ing community [107], and results on the exact same subset are also reported
for ONet [70]. Hence, the results on this data ensure comparability to the base-
line and also, in a transitive way, to other methods which are compared to
ONets in [70]. The used subset comprises 6778 watertight meshes of various
CAD-modeled chairs. Since the data used by Mescheder et al. [70] is publicly
available, it used in this work to ensure exact comparability. Not only the
provided data, but also the partition in train-, validation-, and test split is
adopted from [70]. The following section explains the exact pre-processing
steps that are required to obtain the training data.

The applicability of the models to deformable shapes is tested on the chal-
lenging MANO dataset [95]. This dataset comprises 1554 registered scans of
human hands from 31 subjects in 50 different gripping poses. The dataset
also contains samples of left and right hands, resulting in even more va-
riety. Due to the richness in different gripping poses, this dataset is espe-
cially challenging. The meshes are not watertight per se because they are
cut-open at the wrist. However, since this is the only hole and all meshes
are in correspondence, they can be trivially closed into watertight meshes
by inserting an additional vertex in the middle of the wrist. The exact po-Note that this

procedure is no general
solution to make a

mesh watertight and
only works in this

special case where the
number of holes is

known and guaranteed
to be 1.

sition can be computed algorithmically by identifying edges violating the
mesh-manifoldness and inserting a new vertex, as well as edges between all
non-manifold vertices and the newly inserted vertex into the data structure.
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After closing the meshes, the further processing is analogous to the other
datasets.

The last dataset comprises a proprietary collection of 1064 3D models
of infant heads which exhibit pathological deformations of various severity.
The dataset was provided by the Intelligent Systems Research Group [44].
The meshes are deformed cylindrical surfaces and hence contain two holes,
one at the skullcap and one at the neck of each head. The faces are oriented
towards the negative y direction, with increasing z-coordinates from neck
to skullcap. Moreover, the meshes are in correspondence. In addition to the
meshes, ground truth data to quantify the pathological deformations exists,
including perimeter in the xy-plane at a given height, maximum and mini-
mum diameter of the head-plane intersecting polygon, as well as the angles
between these diagonals and the y-Axis, and other metrics that are required
to compute the Cranial Vault Asymmetry Index (CVAI), which is an estab-
lished measure to quantify the severity of plagiocephaly [32]. More on the
CVAI, and the computation of it from the 3D models of this dataset is doc-
umented in Chapter 6. Since the meshes in this dataset contain two holes,
the closing is not as trivial as for the MANO dataset. Since the heads are
registered cylindrical surfaces, one option would be to manually find the in-
dices of the outermost rings of vertices and insert new vertices at the center
of each ring in a hard-coded manner. However, in order to completely elimi-
nate manual work, all non-manifold edges are identified algorithmically and
two clusters are computed using k-means clustering [64]. Since the holes
are far apart, the cluster centers after convergence of the k-means can be
used as additional vertices to close the mesh and the cluster-affiliation of the
non-manifold vertices can be used to create the new edges. The watertight
meshes are then further processed as described in the following section.

4.3.2 Data-processing

Two different pre-processing pipelines were built to prepare the data for
model training and the experiments describes in Chapter 5. The training
data is pre-processed as described in [70], while the depth maps for the
experiments are processed as described in [81].

training data The training data consists of point samples from a unit
volume with corresponding ground truth occupancy labels. In order to ob-
tain this data from a watertight mesh, it is first normalized into the unit
volume. Then, 100,000 points are sampled uniformly from the volume and
each point is checked against the mesh surface using fast ray tests as imple-
mented in the Trimesh software library [23].

depth maps One goal of this work is to evaluate the applicability of
autodecoder models on deficient 3D input. Depth maps can be categorized



58 methodology

Listing 4.1: Compute Extrinsics from Look-At [49]. The ×-operator denotes the
cross-product

input c, e,u (Camera center, eye, and up-vectors)
l← e− c (compute viewing direction)
l← normalize l
s← l× u
s← normalize s
û← s× l
R← [s|û| − l]T
t← −Rc
return R, t

as such, since a single depth map only provides information about non-
occluded regions of the captured object. Another way to describe a depth
map is therefore as partial observation. In order to create depth maps for
model evaluation, each watertight mesh was rendered from five different
viewpoints randomly sampled from the unit sphere with small padding to
ensure that the whole object is visible. The pose of each camera is computed
such that the camera position is sampled randomly on the sphere using nor-
malized Gaussians [69, 74] and the viewing direction is towards the object
center. The algorithm used to compute the extrinsic camera parameters re-The camera extrinsics

R and t describe a
transformation from

world coordinates into
camera coordinates.

sembles the gluLookAt method from OpenGL [49, 50] and is paraphrased in
Listing 4.1. It takes three vectors as input: The position of the camera center
c, the point the camera is looking at (denoted as eye e) and the up-vector of
the camera u and computes the extrinsic rotation matrix R, as well as the
location of the extrinsic translation vector t.

The virtual cameras are created using the extrinsic parameters and are
assigned a vertical angle-of-view of 2π

5 to render depth maps of resolution
128× 128 pixel. Approximate surface normals are calculated from the depth
map and are inverse-projected into object coordinates together with the
depth samples to compute occupancy training data following the method
described in [81], which comprises the following three steps:

1. For each inverse-projected depth map point, compute one additional
point which is displaced by a small parameter η along the surface nor-
mal. This point is assigned an occupancy value of 0 (outside the object).

2. Analogously, an additional point displaced by −η along the surface
normal is calculated for each inverse projected depth map point and
assigned an occupancy value of 1 (inside the object).

3. Additionally, roughly 5% of the original surface points from the depth
map are sampled from the "free space" between the camera and the
surface and assigned with occupancy 0.
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Using this procedure, five different depth maps with corresponding occu-
pancy ground truth were computed for each watertight mesh in the dataset
and stored together with the camera pose. Appendix B contains several vi-
sualizations of the depth maps, inverse-projected onto the watertight mesh
surface. Visualizations for all three datasets described above are included.

4.4 model training and evaluation

Using the best set of hyperparameters obtained via the optimization de-
scribed in Section 4.2, all models are trained on the respective datasets using
the Adam optimizer [51] without weight decay and PyTorch [82] defaults for
all other hyperparameters (β1 = 0.9, β2 = 099, and ε = 10−8) except the
learning rate, which was obtained from the hyperparameter search for each
model and dataset separately (cf. Appendix A). The training was acceler-
ated by using a single NVIDIA GeForce RTX 2080 GPU with 12 GB VRAM.
Since training such models can take up to several days of compute time, two
stopping criterions were defined to stop the training if either a predefined
reconstruction quality is reached, or the number of training epochs exceeds
5000. One epoch is hereby defined as the number of steps it takes to look at
each available object once, divided by the batch size of the minibatches. Each
sample in a minibatch contains N random point samples with correspond-
ing ground truth occupancy. Analogously to [70], N = 2048 was used in all
model training runs. The training of the VAE on the ShapeNet dataset, which
is the largest dataset used in this work, takes roughly 52 hours on the GPU

for the full 5000 epochs. However, due to intermediary evaluation steps that
are conducted every 25 epochs, the training of the autodecoder models takes
even longer and therefore warrants the application of an early stopping af-
ter a certain amount of time. Otherwise, significantly less experiments could
have been conducted throughout the course of this thesis. Since the goal of
this work is not to score state-of-the-art results with either of the models,
but to assess how well the models cope with the domain shift from full data
representations to deficient data representations, it is not necessary to train
the networks until convergence. It should therefore taken into account that
all reported results have an upside of a few per cents.

During the intermediary evaluation steps, which are all applied on a vali-
dation sub-split of the training data, metrics assessing the reconstruction per-
formance are computed which can be used to quantify the training progress.
A predefined threshold on the volumetric IoU is used as the second stop-
ping criterion. The threshold was determined empirically for each dataset,
since the hands from MANO, as well as the infant head scans overlap sig-
nificantly stronger than the chairs from ShapeNet. Hence, high IoU values
on the former two datasets do not compare to evenly high IoU values on
ShapeNet, which calls for dataset specific thresholds on this metric. The em-
pirically observed IoU thresholds per dataset are: 0.75 for ShapeNet, 0.9 for
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MANO and 0.95 for the infant head scans. For both autodecoder models,
the validation split for intermediary model evaluation is subdivided into
smaller subsets in order to reduce training time. The subdivision is inspired
by Monte Carlo cross-validation [85]: For each intermediary evaluation run,
a sample of 64 scenes is drawn without replacement from the full validation
set. Monte Carlo cross-validation was chosen over k-fold cross-validation in
order to reduce variance, but being aware of the bias that may be induced
by this method. Since all models are evaluated again after model training is
finished, this was assessed to be a justifiable trade-off.

After the model training is finished, an evaluation on the whole valida-
tion split follows. Note that this is still not the hold-out test set, but a ran-
dom split comprising roughly 20% of the training data. The results from this
evaluation serve as foundation for the selection of a specific model configu-
ration for the experiments described in Chapter 5, which are then conducted
on the hold-out test set. This model evaluation is more comprehensive than
the intermediary evaluations during training in the sense that more refined
metrics are computed. The metrics used to quantify reconstruction quality
are discussed and stipulated below.

4.5 metrics

Multiple metrics to assess the reconstruction quality of 3D shape exist. This
sections provides an overview of commonly used metrics and highlights
their respective peculiarities. The choice for a metric depends on the underly-
ing shape representation. For volumetric and implicit shape representations,
IoU is a very popular choice, whereas the Chamfer Distance (CD) is often
used for point-based representations. Mesh-based similarity metrics are dif-
ficult to realize, since the exact same shape can be represented by multiple
meshes with different connectivity. To circumvent this issue, sampling from
the mesh surface and computing point-based metrics is a common approach.
The pure point-distances can be enriched with further metrics, like normal
consistency. The content in this section is based on the work of Tatarchenko
et al. [107], who compare popular metrics for 3D shape reconstruction from
a single image.

4.5.1 IoU for Implicit Shape Representations

IoU is arguably the most popular metric for volumetric shape comparison.
It can be derived from set theory and describes the extend of overlapping
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Source 0.20 0.40 0.59 0.81 0.91

Figure 4.3: IoU between a source shape and various target shapes. Low to mid-range
IoU values are a poor indicator of shape similarity [107, p. 7].

volume between ground truth G and reconstruction R. Consider G and R to
be discrete sets, then IoU between those two sets computes as follows:

IoU(R,G) :=
|R ∩ G|
|R ∪ G| . (4.1)

IoU can take values in the interval [0, 1], with a value of 1 indicating perfect
overlap between ground truth and reconstruction. Since the IoU is volumetric,
its value is dominated by interior points. Therefore, IoU is not very expressive
with respect to the actual shape, which is solely represented as the surface
of the volume. Hence, two shapes could have a very high IoU despite being
fundamentally different, only because the objects have very close centers of
masses and similar volume. Figure 4.3 visualizes this issue by comparing the
IoU values between a source shape and various target shapes. In general, IoU

should therefore not be used as the only metric to quantify reconstruction
accuracy [107]. Throughout this thesis, all reported IoU values are approxi-
mated by uniformly sampling 10,000 points from the bounding volume and
creating occupancy using inside-outside queries against the meshes.

4.5.2 Point-based Reconstruction Metrics

Since every shape representation can be easily converted into a point-based
representation, metrics defined over point sets provide the benefit of being
generally applicable and suitable to compare methods operating on different
shape representations. The following paragraphs present the symmetric CD,
and a point-based F-Score [55]. For both metrics, the distance between two
point sets relies on the distance between their elements. Let A and B be two
non-identical point sets whose elements are not in correspondence. The task
is to find for each point a ∈ A a point b ∈ B with minimal distance. Hence,
the distance from a single point a to the point set B corresponds to

ea→B := min
b∈B
‖a− b‖2 . (4.2)

chamfer distance The symmetric L2 CD is used to quantify the dis-
similarity between ground truth G and reconstruction R as the sum of dis-



62 methodology

tances between all closest pairs (gi, rj). It can take values in the interval
[0, ∞), whereas lower values indicate higher similarity. Using Equation 4.2,
the symmetric L2 CD can be defined as:

CD(R,G) := ∑
r∈R

e2
r→G + ∑

g∈G
e2
g→R. (4.3)

The symmetric formulation is required since due to missing correspon-
dence, one usually can not determine which pairs of points between ground
truth and reconstruction should match. It also induces more flexibility, since
it allows for differently sized point sets. However, since the CD requires a
closest match for each point in ground truth and reconstruction, it is sensi-
tive to outliers, as visualized in Figure 4.4. Hence, it is not suitable to com-
pare partial matches between shapes.

f-score Typically, the F-score is a metric used in information retrieval
and is defined as the harmonic mean between precision and recall. As shown
in [55], it can be applied to point sets by defining a threshold distance d
used to define a search region around the currently considered point in
which points from the other set are included into the computation. Using
this hyperparameter, the precision P(d) between two point sets is defined
as:

P(d) :=
1
|R| ∑

r∈R
1er→G<d. (4.4)

It is normalized to the interval [0, 1] and can be interpreted as the propor-
tion of reconstructed points that fall within distance threshold d from the
ground truth. Likewise, a definition for the recall at distance threshold d is
given as:

R(d) :=
1
|G| ∑

g∈G
1eg→R<d, (4.5)

which can be interpreted as the proportion of ground truth points for which
a close reconstruction exists. The F-score at distance threshold d computes
as the harmonic mean between precision and recall:

F(d) :=
2P(d)R(d)

P(d) + R(d)
, (4.6)

and can be interpreted as the percentage of points that was reconstructed
correctly. Tatarchenko et al. [107] suggest to set the distance threshold d
to 1% of the side length of the bounding-volume. Figure 4.4 visualizes the
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Source CD =0.21 CD = 0.15

Figure 4.4: The bottom part matches perfectly for all three shapes. The chair backs
of both target shapes exhibit semantically similar wrongness, but yield
different values for the CD, whereas the F-score at 1% of the side length
of the bounding volume (F@1%) is 0.56 in both cases. [107, p. 7].

difference between CD and F-score at the 1% level. The F-score is the same
for both target shapes, whereas the CD differs. Throughout this work, the
F-Score is always referenced with a percentage denoting a proportion of the
objects bounding volume side length. Hence, the notation F@1% denotes the
F-Score evaluated with a distance threshold of 1% of the bounding volumes
side length.

Mescheder et al. [70] use similar metrics in their work about ONets, but
with different names. Moreover, they omit the distance threshold in precision
and recall, which they refer to as accuracy and completeness, respectively.
Omitting the distance threshold has the benefit of disposing one additional
hyperparameter that needs to be chosen carefully. If one chooses to use a
distance threshold, those metrics should be interpreted thoughtfully, since
a threshold that is too high will eventually lead to higher metrics, which
could be misleading since the metric loses its expressiveness regarding the
reconstruction performance of fine highlights on the surface. Throughout
this work, the original naming convention introduced in [55] (precision and
recall) is used.





5
E X P E R I M E N T S

Three different experiments were conducted to assess the reconstruction abil-
ities of the trained models. The purpose of the first experiment is to compare
the naïve reconstruction ability of the models, i.e. how well the network can
reconstruct samples that follow the same modality and distribution as the
training data. Details and results are documented in Section 5.1. The second
experiment evaluates the reconstruction ability of the models for deficient
3D input, which in this case corresponds to virtually rendered depth maps
of the synthetic training data. This experiment evaluates the models on clean
depth maps and depth maps that were augmented with noise. Both cases are
documented in Section 5.2. Finally, Section 5.3 evaluates the models with re-
spect to inference time in order to assess the applicability of each model
for use in production environments, where fast inference times are often
required.

5.1 naïve reconstruction

The goal of this experiment is to verify the generalizability of the learned
representation to a set of previously unseen data. Towards this goal, a test
set comprising 20% of all available data per dataset introduced in Section 4.3
was created prior to model training and set aside, such that no model has
ever seen one of those samples during training. Moreover, the test set was
only used once on the trained models, hence no implicit overfitting to this
test set through manual adjustment of hyperparameters has happened. Since
the data follows the same distribution and structure of the corresponding
training sets, the observed results serve as an upper bound on the ceiling of
what can be expected by using deficient versions of this data, like inverse-
projected, noisy depth maps, or even real world data.

Additionally, the results reported below serve also for the purpose of
selecting the right threshold for the iso-level on which the surface should
get extracted. The surface threshold is set to 2% of the bounding volume
side-length in all experiments. The selected iso level-set thresholds are 0.2
for ShapeNet, 0.4 for MANO, and 0.5 for the infant head scans. The same
threshold is used for all models in order to make the results comparable. Ap-
pendix C contains additional information on each model’s behavior at differ-
ent values for the iso level-sets and surface distance thresholds. The optimal
iso-level threshold value was determined as a tradeoff between surface-level
metrics (esp. CD in order to deconfound the influence of the surface dis-
tance threshold) and mean IoU on the test set. As already reported in [70],
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Figure 5.1: Chamfer Distance per iso-level threshold for (a) ShapeNet and (b) Baby-
heads. The curves are significantly more concave for the Babyhead
dataset, whose samples exhibit notably less high-frequency details.

the optimal iso-level threshold for the ShapeNet dataset was found to be
0.2, hence validating this finding. Observing the other two datasets yields
evidence that this threshold is influenced by data constitution. MANO and
the infant head scans both exhibit significantly less high-frequency details,
and hence the iso-level threshold has less influence on the surface-based
metrics. To be more precise: The drop-off in CD that can be observed while
increasing the iso-threshold on reconstructions from the ShapeNet dataset
is stronger than for the other two datasets and the optimal value is close
to the iso-threshold maximizing mean IoU. Intuitively this can be explained
by the fact that MANO, and especially the Babyhead dataset exhibit large
parts of co-occupied volume across their samples and additionally have very
smooth surfaces. Hence, varying the iso-level threshold from the value op-
timizing mean IoU in either direction also impacts the surface metric as the
shape gets thinner or thicker depending on the direction one adjusts the iso-
threshold. This results in a concave CD curve. The concavity of this curve
increases with increasing smoothness of the surface samples, as can be ob-
served in Figure 5.1. For a dataset with many high-frequency details (like
ShapeNet), this does not hold since an iso-level threshold that is too high
will likely result in missing high-frequency features like slats on the chair
back. Hence, the reconstructions on ShapeNet are found to be best for small
iso-level thresholds.

Table 5.1 reports mean IoU and F-Score at a 2% distance threshold for all
four model configurations on all three datasets. The GLO model outperforms
all other model configurations significantly regarding the mean IoU, while
the ONet dominates for the F-Score. This can be explained by the fact that
ONet computes the latent vector from surface point samples of a shape, while
the other models are trained on the volumetric query points. The reported
results are competitive with state-of-the-art results reported in [70]. The dis-
crepancy between model rankings ordered after IoU and F-Score emphasizes
differences in the metrics expressiveness (cf. Section 4.5).
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Table 5.1: Mean IoU and F-Score per Model and Dataset on full data. Best per dataset
is highlighted. F-Score is computed by sampling 10.000 points uniformly
from reconstructed, and ground truth meshes. Higher values indicate bet-
ter performance.

Dataset mean IoU F@2%-Score
ONet VAE GLO VAD ONet VAE GLO VAD

ShapeNet 0.654 0.585 0.844 0.582 0.866 0.599 0.547 0.542

MANO 0.711 0.670 0.929 0.793 0.549 0.441 0.517 0.383

Babyheads 0.957 0.935 0.994 0.960 0.879 0.765 0.841 0.790

However, numbers alone do not give a sense of what the networks are
actually capable of reconstructing. Hence, Figure 5.3 on page 69 shows the
point-wise distances between reconstruction and ground truth for the same
sample of each model. Higher values correspond to brighter colors and indi-
cate that the nearest point in the counterpart for this specific point is farther
away. Hence, surface regions that are not well reconstructed can be identi-
fied as regions with a high concentration of bright color. It can be observed
that especially the variational models are struggling to reconstruct the back
of the chair with its struts. As already indicated by the F-Score, ONet does
the best job overall of reconstructing the details in the surface. GLO seems
to perform better than both variational models when looking at the recall,
hence indicating that GLO is able to fit the reconstruction close to the ground
truth of this particular example.

In order to showcase the representational power of the latent spaces of all
four models, Figure 5.2 on the back side of this page depicts reconstructed
meshes from linearly interpolated latent vectors of all four models on the
ShapeNet test split. Each column corresponds to one model and each row
depicts one step in the interpolation, with the top and bottom rows corre-
sponding to the reconstructions of the two anchor samples. The intermedi-
ary interpolation steps for all models yield visually sensible reconstructions
and are principally comparable between the different models. ONet yields
arguably the visually most pleasing results. The ONet reconstructions of the
two anchor shapes are also closest to the ground truth, although the bottom
anchor should contain slats in the chair back, which admittedly no model
is capable of reconstructing. GLO reconstructions exhibit artifacts on the sur-
face, but are generally closer to the reconstructions of ONet. VAD reconstruc-
tions appear visually more pleasing than GLO reconstructions, but miss a few
high-frequency details, like the cross brace between the chair legs in the top
row. VAE reconstructions exhibit low-frequency errors, as all reconstructions
seem to be thicker than the reconstructions of all other models. Moreover,
VAE fails to separate the chair legs for the bottom anchor. Appendix D con-
tains similar visualizations for samples from the MANO dataset.
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(a) ONet (b) VAE (c) GLO (d) VAD

Figure 5.2: Interpolations in latent spaces of each model between two ShapeNet sam-
ples. The top row shows the reconstructions of the first sample and the
bottom row depicts the reconstructions of the second sample. Interme-
diary rows are linear interpolations in the latent space of the respective
models from top to bottom, which are (a) ONet, (b) VAE, (c) GLO, and (d)
VAD. Graphic is best viewed digitally.



5.2 reconstructing depth maps 69

(a)

0

0.01

0.02

0.03

0.04

0.05

ONet VAE GLO VAD

P
r
e
c
is
io
n

R
e
c
a
ll

(b)

Figure 5.3: Ground truth and reconstruction point clouds colored by nearest-
neighbor distance. (a) Ground truth mesh. (b) Points sampled from
ground truth and reconstruction meshes. Each point cloud comprises
20,000 points uniformly sampled from the surface. The top row (Preci-
sion) has each point from the reconstruction colored by the distance to
its nearest neighbor in the ground truth point cloud. Vice versa, the bot-
tom row has each point colored by the distance to its nearest neighbor
in the reconstruction.

5.2 reconstructing depth maps

The high availability of mobile 3D scanning devices requires stable algo-
rithms to reconstruct full 3D models from as few as a single view depth
map. This experiment therefore examines how well the learned representa-
tion can be inferred from partial observations. The experiment is twofold.
First, reported in Section 5.2.1, the generated depth maps are rendered vir-
tually without noise-modeling and the results function as an upper bound
for the second part, reported in Section 5.2.2, which investigates how well
the models cope with noisy depth samples. In both cases, the data is ren-
dered virtually from the meshes. This creates a controllable environment
which allows reasoning about the influence of the absence of whole object
parts and the severity of noise under a given noise model without any ex-
ternal confounding elements, like physical sensor noise, lighting, and others.
Figure 5.4 on the next page shows one virtually rendered, inverse-projected
depth map from the MANO dataset with and without noise applied.

5.2.1 Clean Data

Table 5.2 shows the results for mean IoU and F-Score at a distance threshold
of 2% that could be obtained by reconstructing samples from clean depth
maps. Generally, all models perform worse on the deficient input than on
the full data. The drop-off between full data and depth map is especially
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Figure 5.4: Clean and noisy inverse-projected depth map for MANO sample. Color
encodes the distance of the respective point to the camera with brighter
colors indicating larger distances from the view point.

Table 5.2: Mean IoU and F-Score per Model and Dataset on clean depth maps. Best
per dataset is highlighted. F-Score is computed by sampling 10.000 points
uniformly from reconstructed, and ground truth meshes. Higher values
indicate better performance.

Dataset mean IoU F@2%-Score
ONet VAE GLO VAD ONet VAE GLO VAD

ShapeNet 0.256 0.246 0.280 0.306 0.346 0.176 0.279 0.279

MANO 0.452 0.430 0.496 0.536 0.275 0.231 0.332 0.337
Babyheads 0.645 0.821 0.873 0.904 0.217 0.382 0.523 0.641

large for ShapeNet, which indicates that all models struggle with the complex
surfaces of the chairs. The same applies to MANO, but with a noticeably
smaller gap between the results on full data versus depth maps than could
be observed for ShapeNet.

Moreover, the results differ among the different model configurations. On
the infant head scans, a large performance gap between ONet and the other
three model configurations can be observed, especially in the mean IoU. The
results on the other datasets are less significant, but still noticeable. This
indicates that ONet is incapable of recovering a sensible shape from partial
input, while the other three models are more adept of this task. Nevertheless,
ONet tops the other models regarding the F-Score on ShapeNet. This result is
obtrusive as it does not replicate on the other two, likely simpler, datasets.

Figure 5.5 shows an supporting example for this observation from the
MANO dataset. The top row shows point clouds that were sampled uni-
formly from the reconstructed mesh surface, with each point’s color corre-
sponding to the distance to its nearest neighbor in the ground truth point
cloud. The bottom row shows the same information vice versa. ONet is un-
able to reconstruct all five fingers of the hand. Moreover, the reconstruction
is generally far off the ground truth almost everywhere on the surface. Gen-
erally, the results support the impression that variational models are espe-
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Figure 5.5: Ground truth and reconstruction point clouds colored by nearest-
neighbor distance for MANO depth map. (a) Ground truth mesh with
depth map overlay. (b) Points sampled from ground truth and recon-
struction meshes. Each point cloud comprises 20,000 points uniformly
sampled from the surface. The top row (Precision) has each point from
the reconstruction colored by the distance to its nearest neighbor in the
ground truth point cloud. Vice versa, the bottom row has each point
colored by the distance to its nearest neighbor in the reconstruction.

cially useful for dealing with missing data, which is among the uses cases
they were designed for.

The results in Table 5.2 hint at the ability of autodecoder models to infer
complete samples from partial input. However, the question arises if the re-
construction accuracy in the regions for which ground truth data in the form
of an inverse-projected depth map is present differs from the overall recon-
struction accuracy, which would indicate overfitting to the depth samples. In
order to verify this overfitting hypothesis, the recall metric (cf. Section 4.5) is
computed on the inverse-projected depth samples and on a point cloud sam-
pled from the whole ground truth. In both cases, the distance threshold used
to compute the recall was 2%. Table 5.3 shows the results for this evaluation,
which are ambiguous. Both autodecoder models show a higher recall on the
depth samples for the ShapeNet and MANO datasets, but VAD produces a
lower recall on the infant head scans. ONet also shows a tendency towards a
higher recall in the area of available depth samples, while the VAE model has
a worse recall on the depth samples on all three datasets. Since the results
of GLO and ONet are consistently higher on the depth samples, it was tested
whether the regions with inverse-projected depth samples exhibit a signifi-
cantly larger recall than the overall reconstruction using Welch’s one-tailed
t-test [115]. The underlying assumption is, that if the recall on depth samples Welch’s general test

was used due to
differences in
population size, as
there are many more
surface samples than
depth samples.

is significantly larger than the overall recall, any other region must exhibit
a worse recall in order to balance out the high recall in the depth sample
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Table 5.3: Recall on depth map versus full ground truth point cloud for clean depth
maps. The distance threshold for the recall is 2% in all cases. Best per
dataset is highlighted. Higher values indicate better performance.

Dataset Full ground truth recall Depth map recall
ONet VAE GLO VAD ONet VAE GLO VAD

ShapeNet 0.355 0.213 0.378 0.336 0.379 0.196 0.408 0.340

MANO 0.262 0.243 0.379 0.356 0.278 0.204 0.477 0.424

Babyheads 0.208 0.376 0.529 0.646 0.249 0.381 0.540 0.446

region. For a significance level of α = 0.05, both models exhibit statistically
significant biases towards a better reconstruction in the areas of the depth
samples on all three datasets. This indicates that the inference-time optimiza-
tion of GLO is prone to overfit the available depth samples. Nevertheless,
since the magnitudes of the differences between depth recall and overall re-
call are still very small, the overfitting was not found to be an issue in this
particular case, but provides to be an interesting subject for future work. For
ONet, this indicates that the model is basically able to extract meaning from
the partial surface, but since the reconstruction is significantly worse in the
other metrics, the decoder does not seem to be able to reconstruct complete,
sensible shapes from the code produced by the encoder.

Figure 5.6 visualizes two MANO reconstructions from depth maps for
each model. The top row displays the depth maps used to reconstruct the
meshes and each row below corresponds to one model. The sample in sub-
figure (a) seems to be easier to reconstruct for the models, as the depth
samples do not exhibit self-occlusion like the ones in subfigure (b). However,
all reconstructions exhibit artifacts, indicating that the hand reconstruction
from depth maps is a hard problem. The reconstructions in subfigure (b)
are consistently bad for all models, whereas the reconstructions from GLO

and VAD are arguably better than the ones from ONet and VAE. No model
is capable of separating the fingers and it looks like the hand is covered in
a mitten. ONet and VAE are completely incapable of reconstructing sensible
hands from both depth maps, For the simpler example in subfigure (a), the
reconstruction of GLO is arguably the best, although it is not very smooth,
while the VAD reconstruction has no fingertips. These qualitative results un-
derline the statement that autodecoders are better suited to recover sensible
shapes from partial input, but also show that future work must be dedicated
to further improve the reconstruction quality.

5.2.2 Noisy Data

Usually, depth recordings of real sensors are subject to several sources of
noise, and a considerable amount of research has focused on how to real-
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Figure 5.6: Depth Map Reconstructions for MANO samples. Top row shows input
depth maps, and each further row corresponds to the reconstruction
from the respective model.

istically simulate structural noise patterns in depth sensors. For example,
Handa et al. [38] study and simulate noise distributions of the Microsoft
Kinect V1 camera system [124], which works in a comparable way to the
Apple iPhone TrueDepth camera system [13] and is widely used in Computer
Vision and Graphics research communities. Park et al. [81] use the depth
map augmentation strategy proposed by [38] to evaluate reconstruction abil-
ities of DeepSDF from noisy depth maps. The noise simulation comprises
normally distributed noise vectors and accounts for the magnitude of the
observed depth value. Formally, the noise-transformed depth value dnoise
can be obtained via

dnoise =
1

(1− dclean) +N (0, α2)
, (5.1)
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Table 5.4: Mean IoU and F-Score per Model and Dataset on noisy depth maps. Best
per dataset is highlighted. F-Score is computed by sampling 10.000 points
uniformly from reconstructed, and ground truth meshes. Higher values
indicate better performance.

Dataset mean IoU F@2%-Score
ONet VAE GLO VAD ONet VAE GLO VAD

ShapeNet 0.257 0.247 0.275 0.305 0.348 0.177 0.278 0.279

MANO 0.451 0.429 0.496 0.537 0.273 0.230 0.333 0.337
Babyheads 0.651 0.822 0.874 0.903 0.217 0.389 0.527 0.638

Table 5.5: Recall on depth map versus full ground truth point cloud for noisy depth
map. The distance threshold for the recall is 2% in all cases. Best per
dataset is highlighted. Higher values indicate better performance.

Dataset Full ground truth recall Depth map recall
ONet VAE GLO VAD ONet VAE GLO VAD

ShapeNet 0.357 0.213 0.377 0.336 0.384 0.198 0.404 0.345

MANO 0.261 0.242 0.381 0.357 0.274 0.207 0.472 0.416

Babyheads 0.208 0.382 0.533 0.644 0.248 0.384 0.548 0.438

where α is a hyperparameter controlling the standard deviation of the
noise distribution. In this experiment, α2 = 0.02 was used uniformly for
all datasets. The small value for α is justified by the fact that the target
shapes are normalized to a unit volume and therefore results in significant
perturbations of the inverse-projected depth map [81]. The effects of this
noise model is visualized in Figure 5.4 on page 70.

Table 5.4 lists mean IoU and F-Score at a distance threshold of 2% for all
models, evaluated on noisy depth maps. Remarkably, the results on noisy
depth maps are only slightly different from the results obtained on clean
depth maps for all models and datasets. However, the results also indicate
that the variational optimization scheme of VAD copes better with the addi-
tional noise than GLO. Table 5.5 shows results for the recall on noisy depth
regions and full point clouds sampled from the ground truth mesh. Similar
observations to the case of clean depth maps could be made. For α = 0.05,
Welch’s one-tailed t-test attests statistical significance for the higher recall in
depth regions that can be observed for GLO and ONet. This is also in accor-
dance to the results reported on clean depth maps.
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Table 5.6: Mean IoU and F-Score on ONet and VAE inferred without encoder. Results
are reported on clean and noisy depth maps. F-Score is computed by
sampling 10.000 points uniformly from reconstructed, and ground truth
meshes. Higher values indicate better performance.

Model mean IoU F@2%-Score
Clean Noisy Clean Noisy

ONet - Encoder 0.452 0.451 0.275 0.273

ONet - Decoder 0.117 0.113 0.109 0.108

VAE - Encoder 0.430 0.429 0.231 0.230

VAE - Decoder 0.225 0.222 0.082 0.086

5.2.3 Encoderless Autoencoder Inference

One question that still remains to be answered up to this point is whether
the autodecoder training has real benefits over the autoencoder training, or if
the better performance is simply a result of the inference time optimization.
Towards evaluating this, the experiments on single view depth reconstruc-
tion were repeated for ONet and VAE, but instead of calculating the latent
vector through the respective encoder, MAP-estimation over the latent space
in autodecoder manner (cf. Equation 3.24) is carried out. The variational in-
ference optimization of VAD was used for VAE, while ONet was adapted to be
using the GLO mechanics. In both cases, the learning rate was set to the learn-
ing rate of the decoder during training and the optimization was carried out
over 500 iterations. The latent vectors were initialized from a Gaussian with
small variance (i.e. zinit ∼ N (0, 10−4)).

Table 5.6 reports the results for this experiment. Both encoder-based mod-
els cannot replicate their performance when deployed with the inference-
time optimization of the autodecoder formulation. This indicates at a sep-
aration of concern between the information stored in decoder and encoder
weights, or decoder weights and latent vector, respectively. However, since
neural networks are black box models, such considerations are to be held
deliberately, since it is generally hard to determine what information neural
networks encode in their weights [35]. Another possible explanation is that
the autodecoder training has regularizing effects on the latent space, result-
ing in a firmer inference time optimization. This hypothesis can be reviewed
by analyzing the latent spaces of the respective encoder- and decoder-based
networks, which is beyond the scope of this work but provides to be an
interesting topic for future research.
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Figure 5.7: Autodecoder Inference progress per dataset. Left column visualizes
mean BCE Loss, right column mean IoU across 10 batches of size 32. Top
row shows results for a GLO model and bottom row for VAD. Error bands
correspond to 1 standard deviation in each direction.

5.3 inference time

Especially the integration of one of the observed models into a production
pipeline often requires fast inference times for usability reasons. This section
reports the number of steps required in the MAP estimation of the inference
steps for both autodecoder configurations to reach competitive performance.
The MAP Estimation was conducted using the Adam optimizer [51] using the
optimal learning rate from the hyperparameter search (cf. Appendix A) and
default parameter for the other hyperparameters of Adam. A batch of latent
vectors was fitted to ground-truth data in batches of size 32. Results are
averaged over ten batches and reported with error margins corresponding
to one standard deviation.

Figure 5.7 visualizes the results for all three datasets and both auto-
decoder configurations. The left column reports the BCE-Loss, while the right
column shows the mean IoU, both over the course of 500 Iterations. Signi-
ficant differences between both model configurations and across the three
datasets can be observed. GLO has a clear edge over VAD in terms of in-
ference speed, as it reaches very high mean IoU for all three datasets after
roughly 300 iterations, while VAD fails to reach similarly high values after
500 iterations for MANO and ShapeNet. Also, the error margins for GLO are
visibly tighter than the ones for VAD, indicating more robust convergence
properties.



6
C A S E S T U D Y: R E C O N S T R U C T I O N O F I N FA N T H E A D
S C A N S W I T H P L A G I O C E P H A LY

Starting with [47], medical scientists recommend to put infants to sleep on
their back in order to alleviate Sudden Infant Death Syndrome (SIDS). Ever
since then, reports of skull deformities (Plagiocephaly) in infants increased
[61]. Although no causal relationship has been proven to this point, experts
consider the connection to be plausible and explain it by the fact skulls of
newborns and infants are easily pliable, since the cranial structures have
not yet been fused at time of birth in order for the head to pass through
the birth canal. Lying on the back puts pressure on the cranial structures
and could therefore result in the reported skull deformations [61]. The same
pliability of the cranial structures can be leveraged in various noninvasive
treatment methods, including repositioning strategies and cranial remold-
ing ortheses [101, 119]. Several different techniques exist for initial diagnosis
and progress monitoring of the treatment, including manual measurement
using a skull calipher and digital measurements using laser scanning de-
vices or multi-view 3D reconstruction methods [100]. A way to quantify the
severity of Plagiocephaly, the Cranial Vault Asymmetry Index (CVAI) [67]
can be computed using either one of the previously mentioned techniques.
This chapter focuses on the usability of autodecoder models trained on the
dataset provided by the Intelligent Systems Research Group [44] to compute
the CVAI value from deficient input. Towards this goal, Section 6.1 first in-
troduces background information about the CVAI and highlights the steps
that were conducted in order to compute it from the model reconstructions.
Section 6.2 presents the results that could be observed while reconstructing
the CVAI from synthetic and real data.

6.1 cvai computation from ground truth data

This section is meant to give background information about the computation
of CVAI in general, and especially highlights how it can be computed from
3D models of infant heads contained in the dataset provided by [44].

Figure 6.1 visualizes the measurement specification of the CVAI. For a
3D model of an infant head, a measurement plane (xy-plane with offset)
is positioned at the intended measuring region (b). At least two different
methods exist for the positioning of the measurement plane. Meyer-Marcotty
et al. [71] position the plane in such a way that the head perimeter in the
head-plane intersection is maximized, while Plank et al. [86] use the height
of a key point at the vertex (highest point of the head) zv and determine the
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Figure 6.1: Schematic view of the CVAI measurement specification. (a) The dashed
lines correspond to the x and y axes of the reference coordinate system.
Both diagonals are angled bilaterally at ±30◦ to the y-axis. The green
line (through origin and along the y-Axis) is the AP diameter, while the
blue line (through origin along x-Axis) is the BP diameter. (b) exemplary
fit of the measuring plane, which is parallel to the xy-Plane at z = 0.

offset between measuring and reference plane with 0.3× zv. The CVAI can be
computed from the lengths of the two diagonals A and B. Let `(·) denote
the length-operator, then the CVAI computes as:

CVAI =
|`(A)− `(B)|

max(`(A), `(B))
× 100. (6.1)

The CVAI is interpreted as a percentage and can be categorized into dif-
ferent degrees of severity, with a CVAI of less than 3.5 % is considered as
asymmetry within normal limits [19, 61]. From this lower bound, the Chil-
dren’s Healthcare of Atlanta Inc. [19] defines five different categories of
severity with the upper bound of an CVAI greater than 11% indicating severe
asymmetry. Two other important measures are the antero-posterior (AP), and
biparietal (BP) diameters, which are highlighted in Figure 6.1 (a) as green and
blue lines respectively.

Since the goal of this study is to evaluate the reconstruction accuracy
of autodecoder models for infant head scans with Plagiocephaly of various
severity, ground truth annotations are required in order to compare the re-
constructed CVAI to the actual value. The dataset contains ground truth CVAI

annotations for all head scans. Besides the lengths of the diagonals and the
CVAI value calculated from them, the annotations include further informa-
tion that can be used to assess the reconstruction ability and gain further
insight into possible sources of inaccuracy. In detail, the provided ground
truth annotations include the location of the measuring plane, the perimeter
of the head in the measuring plane, minimum and maximum diameters of
the head in the measuring plane, AP diameter, lengths for both measuring
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diagonals, and the CVAI. All available measurands are given in millimeter
(except for the CVAI, which is in per cent) and rounded to integers. In order
to compute the CVAI and other measures from the ground truth and recon-
structed meshes, the following steps were conducted:

1. Perimeter: The intersection between mesh and measuring plane results
in a set of connected line segment. A summation of the lengths of those
line segments results in an approximation of the true perimeter, which
gets tighter with higher mesh resolution.

2. Minimum and Maximum diameter: Assuming that the set of 2D line
segments obtained via step one forms a convex polygon, sampling
a dense point cloud from the line segments can be used to estimate
the directions of Minimum and Maximum diameter via PCA. The first
principal component describes a vector in the direction of maximum
variance, which points in the direction of the diagonal with maximum
length running through the midpoint. The second principal component
is orthogonal to the first and corresponds therefore to the diagonal
with minimum diameter.

3. AP diameter: Compute intersection between a line through the origin
and in y direction, and the head in the measuring plane and compute
length.

4. Lengths of true measuring diagonals: Since the reference axis is known
(y axis), the orientations of both measuring lines can be obtained using
simple trigonometry. The length can be obtained by intersecting the
diagonal with the line segments from step one.

5. CVAI can then be computed following Equation 6.1.

As indicated in point one of the enumeration above, the accuracy of the
reconstruction depends on the resolution of the mesh surface. Upsampling
the resolution would result in tighter approximation, but since the available
ground truth is given as integers, the question arises if the tighter approx-
imation warrants the increase in computational complexity due to the up-
sampling.

SEM is defined as σ√
n ,

where σ denotes the
standard deviation and
n the sample size.

Table 6.1 contains the reconstruction Mean Bias Error (MBE) ± SEM and
squared Pearson correlation r2 of the values that could be computed from
the mesh with respect to the available ground truth data. Statistics were
computed on a reduced set of the available scans. In particular, 305 scans Pearson’s correlation:

rX,Y = Cov(X,Y)
σX σY

,
where Cov(·, ·) denotes
the covariance and
σX , σY the standard
deviation of X and Y.

were found to be outliers, that likely stem from a wrong positioning of the
reference plane, which could be observed by manual inspection. Appendix E
contains additional information on the outlier identification and removal
process. Generally, data points outside of the [5, 95] percentile range of any
of the available features were removed from the evaluation.
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Table 6.1: Reconstruction bias and correlation of ground truth CVAI measurands
computed on 759 infant head scans.

Measurand MBE ± SEM Pearson r2

Perimeter −0.34± 0.04 mm 0.997
length of Minimum Diagonal 0.39± 0.03 mm 0.986
length of Maximum Diagonal −1.00± 0.04 mm 0.983
AP −0.95± 0.03 mm 0.990
length of Diagonal A −0.12± 0.03 mm 0.994
length of Diagonal B −0.01± 0.03 mm 0.994
CVAI 0.14± 0.02 % 0.969

A paired two-sided Student’s t-test [1] was conducted in order to examine
the significance of the observed biases for each variable. The null-hypothesis
(H0) used in this test was, that there is no statistical difference between the
reconstructed measures and the ground truth data. The biases of all vari-
ables were determined to be statistically significant (p < 0.05), except for the
length of Diagonal B (p = 0.836). In conjunction with the high correlations
and small SEMs, the argument can be made that the significant bias is due
to approximation errors in the meshing and rounding in the ground truths,
especially since the bias occurs after outlier removal. Nevertheless, this bias
should be factored in while interpreting the results reported on infant head
reconstructions using the autodecoder models.

6.2 infant head reconstruction with autodecoder models

The corollary of this section follows Chapter 5. First, the CVAI measures
are computed from full data in order to find an upper bound on the re-
sults that can be expected from deficient input data (Section 6.2.1). Then, in
Section 6.2.2, the CVAI values are reconstructed using synthetic depth maps
rendered and inverse-projected from the babyhead dataset and additionally
transformed with the noise model introduced in Equation 5.1. Both experi-
ments use the full test set of 212 infant head scans that were not used during
training. Finally, Section 6.2.3 presents results that could be obtained from
real RGB-D scans captured with an iPhone 12 True Depth camera system and
registered via a recently proposed method [123]. In all three cases, squared[123] is unpublished by

the time of this writing,
but the authors

provided the data and
some pre-processing

code nevertheless.

Pearson correlation with the ground truth, as well as MBE± SEM are reported.
Results are compared with the ones reported by Skolnick et al. [100], who
compare digitally obtained measures with manually measured infant head
statistics, including Perimeter, AP, BP, and Cranial Vault Asymmetry (CVA).
The latter is a vaguely defined alternative to the CVAI. Contrary to the lat-
ter, CVA is not measured at predefined angles to the AP, but compares the
lengths of the maximum and minimum diameter in the measuring plane [61].
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Table 6.2: CVAI reconstruction bias of autodecoder models from full data

Measurand Mean Bias Error ± SEM

GLO VAD

Perimeter 0.93± 0.47mm 3.88± 0.50 mm
length of Minimum Diagonal −0.90± 0.20mm −0.22± 0.19 mm
length of Maximum Diagonal 1.04± 0.18mm 2.82± 0.22 mm
AP −0.43± 0.20mm 0.54± 0.20 mm
Diagonal A 0.56± 0.18mm 1.64± 0.20 mm
Diagonal B 0.27± 0.18mm 1.90± 0.19 mm
CVAI −0.11± 0.10 % −0.47± 0.11 %

Although Skolnick et al. [100] mention that they measured the lengths of the
two main diagonals at “roughly 30° off the antero-posterior (AP) diameter”
[p. 2], the following results are only compared to the statistics reported for
head perimeter and AP. For perimeter, Skolnick et al. [100] report r2 = 0.958
with bias and SEM of 1.4 ± 0.9 mm, and for AP the reported statistics are:
r2 = 0.902 with bias and SEM of 3.7± 0.6 mm.

6.2.1 Reconstruction using Full Data

Competitive correlations to [100] could be observed for both models in perime-
ter (r2

GLO = 0.936, r2
VAD = 0.933) and AP (r2

GLO = 0.945, r2
VAD = 0.948). Ta-

ble 6.2 reports the biases obtained from the naïve reconstruction. Especially
the VAD models exhibits highly significant biases for all measures except for
the maximum diagonal (all with p� 0.01, while for the maximum diagonal
p = 0.246). The biases of the GLO model are less significant for perimeter
(p = 0.051), and CVAI (p = 0.280), indicating that the GLO model recon-
structions do not differ significantly from the ground truth data. Hence, it
appears that the GLO is superior to the VAD model in the full data scenario,
which is in accord with the results reported in Section 5.1. However, for both
models, a positive bias on the lengths of the measuring diagonals, as well
as on the perimeter can be observed, while the reconstructed CVAI exhibits
a small negative bias. Since the bias is small for CVAI (and even insignificant
for GLO), this indicates that both models are capable of reconstructing the
shape with deformations appropriately, as the differences in the lengths of
both diagonals still balance out to a value close to the ground truth.

6.2.2 Reconstruction from Virtual Depth Maps

The perimeter and AP could be reconstructed from noisy depth maps with
high correlation to the ground truth (Perimeter: r2

GLO = 0.932, r2
VAD = 0.931;
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Table 6.3: CVAI reconstruction bias of autodecoder models from virtual depth maps,
augmented with the noise model outlined in Equation 5.1

Measurand Mean Bias Error ± SEM

GLO VAD

Perimeter 1.18± 0.28 mm 3.68± 0.30 mm
length of Minimum Diagonal −0.89± 0.12 mm −0.29± 0.11 mm
length of Maximum Diagonal 1.20± 0.11 mm 2.75± 0.13 mm
AP −0.46± 0.12 mm 0.47± 0.12 mm
Diagonal A 0.55± 0.11 mm 1.54± 0.12 mm
Diagonal B 0.45± 0.11 mm 1.88± 0.11 mm
CVAI −0.07± 0.06 % −0.48± 0.06 %

AP: r2
GLO = 0.944, r2

VAD = 0.946). These results are competitive compared to
the results on full data (cf. Section 6.2.1) and the results reported in [100].
Table 6.3 shows the observed biases in model reconstruction with SEMs. The
biases were found to be more significant compared to the ones observed on
real data, as on depth maps, only the reconstructed CVAI of the GLO model is
insignificant with p = 0.212. Since the CVAI quantifies asymmetry of the head
shape, the small bias indicates that the model is generally able to retain the
deformed head shape and the biases of the other measures likely stem from
low frequency errors of the surface extraction mechanism. An analysis of this
hypothesis is left for future work. All reconstructions of the VAD model were
significantly biased (p � 0.01). Hence, GLO seems to be also dominating
here. This is contrary to the results reported in Section 5.2, where VAD was
stronger in the reconstruction of noisy depth maps.

6.2.3 Reconstruction from Real-sensor Data

Many mobile phones are equipped with some sort of 3D sensor nowadays.
For example, the Apple iPhone X and newer models are equipped with the
TrueDepth camera system, which includes a structured light 3D scanner and
has been attested to have an reconstruction accuracy in the millimeter range
[13]. Data from a physical scanning device typically exhibits multiple sources
of noise, e.g. no-depth return pixels (NDPs), that are entire pixels for which
the sensor does not return depth information. Reasons for NDP are manifold,
as the return value depends on material properties, distance to the sensor,
angle between viewing direction and surface normal, and many more [102].
This experiment uses data captured on an Apple iPhone 12 Pro and investi-
gates how well the models can cope with the domain shift from synthetic
training data to real-world data.
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Figure 6.2: Eight aligned depth maps from iPhone TrueDepth camera. Each color
corresponds to single depth map.

dataset One infant head scene was provided by Zeitvogel et al. [123].
From this scene, eight depth maps together with foreground masks and es-
timated dense camera poses were selected manually in order to have sam-
ples from different view points. Figure 6.2 visualizes the reconstructed point
cloud using these eight selected depth maps. This figure highlights another
challenge that arises with these real depth maps compared to the training
data, besides the uncontrollable noise setting: The scans contain additional
objects that do not belong to the head of the infant. This could for example
be the hand of a parent keeping hold of the infant’s head in order to re-
duce head movement during the capturing process. Another challenge was
the different pose of the reconstructed head compared to the training sam-
ples, which required manual intervention since the training samples con-
tain almost no descriptive features that could be used to estimate a rotation
matrix in a data-driven fashion. Therefore, the data was processed semi-
automatically in order to align similarly to the training data. Towards this
goal, all selected frames were inverse-projected to form a point cloud of the
head, from which center of mass and spatial extends in all directions were
extracted for normalization purposes. After normalizing the point cloud to a
unit volume, a coordinate transformation was applied in order to match the
reference axes of the training dataset. Finally, the point cloud was rotated
in order for the infant to “look” along the negative y axis. The coordinate
transformation and rotation were conducted manually. The center of mass
and scale of the denormalized point cloud were also used to align each sin-
gle depth map in the unit volume. Ground truth occupancy was calculated
similarly to the synthetic depth maps used in the other experiments (cf. Sec-
tion 4.3.2).

autodecoder reconstruction Each of the selected depth map was
reconstructed in a single-view fashion using both autodecoder models. While
both models are able to reconstruct closed meshes, the reconstructions are
generally very smooth. This is very likely due to the smooth constitution
of the training data, which did not contain any rough elements on the sur-
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(a) GLO, left face (b) VAD, frontal view

Figure 6.3: Reconstructions from real depth maps for GLO (a) and VAD (b)

faces. Consequently, a DNN cannot learn to reconstruct high frequency fea-
tures and blurs them even if they are present in partial observations. This
oversmoothed reconstruction was expected a priori, and therefore no recon-
struction metrics are reported at this point and the evaluation focuses on
qualitative observations and CVAI measures.

Figure 6.3 visualizes reconstructions from GLO and VAD next to the depth
maps used as input. Both models fail to reconstruct facial expression or any
other high frequency detail. The most basic shape properties of the head can
be roughly recognized from the meshes, but generally both reconstruction
cannot be designated as being of good quality. For future work, models
should be trained on a more representative dataset either of real world 3D
scans, or with more realistic synthetic 3D models in order reason about the
reconstruction abilities of those models from real depth maps.

cvai measures Due to the oversmoothed surfaces, no descriptive key-
points can be extracted and hence, the LEVEL3 [86] is inapplicable. The max-
imum perimeter strategy [71] is also not directly applicable, as it requires the
reference plane above the nasal bone, which again could not be located due
to the smooth surface. Therefore, a slight modification of this technique was
used to identify the measuring plane. Specifically, the reference plane was
placed roughly at the nasal bone by manually inspecting the normalized
reconstruction obtained via the method described in [123]. This reference
plane is placed at the same height in the reconstruction and moved up along
the z-axis progressively, while computing the perimeter at each height. The
measuring plane at the height of the maximum perimeter identified with
this heuristic is used to compute the AP, BP, both measuring diagonals and
the CVAI. Ground truth data was measured manually by a professional os-
teopath and physiotherapist with experience in the manual measurement
of CVAI scores. The ground truth contains values for the head perimeter
(410 mm), AP (130 mm), BP (123 mm), Diagonal A (129 mm), and Diagonal B
(131 mm). From these measures, the ground truth CVAI can be computed us-
ing Equation 6.1 and evaluates to 1.53%. The reconstructed values using GLO

and VAD are reported in Table 6.4 as mean over the eight scenes ± SEM. Since
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Table 6.4: CVAI reconstruction errors of autodecoder models from iPhone TrueDepth
data with maximum perimeter heuristic.

Measurand Mean Bias Error (± SEM)
GLO VAD

Perimeter 163.63± 2.95 mm 157.80± 11.85 mm
AP 54.40± 1.87 mm 64.26± 4.48 mm
BP 51.10± 1.75 mm 30.00± 8.91 mm
Diagonal A 53.96± 2.27 mm 41.51± 7.15 mm
Diagonal B 53.43± 1.81 mm 66.06± 5.13 mm
CVAI 2.21± 0.90 % 12.01± 3.37 %

the results are significantly biased towards reconstructing larger measures, a
second heuristic was used with the scan-plane algorithm to find a measuring
minimizing the difference between ground truth perimeter and measured
perimeter. Specifically, the plane was extracted at the height for which the
reconstructed perimeter matches the ground truth perimeter within a small
margin of ± 2 mm. The goal of this second try was to mitigate possible
misplacement of the measuring plane due to the manually placed reference
plane and to evaluate whether the models can reconstruct the actual head
shape deformation, i.e. the lengths and proportions of the measuring diago-
nals. The results for this experiment are reported in Table 6.5. Since only one
scene was available, no correlations with the ground truth can be computed.

For both measuring planes, the results are far off the ground truth, in-
dicating that the autodecoders trained on the smooth infant head scans are
unable to reconstruct the head shape reliably from single-view depth maps
captured with an iPhone 12 Pro TrueDepth sensor. One last experiment on this
topic involved multi-view reconstruction of the infant head and correspond-
ing CVAI measures. Towards this goal, all eight depth maps with ground
truth occupancy samples were integrated into a single batch representing
the head. Due to the large number of query points in this setup, only 25%
of the samples were used from each view, resulting in a total of 218,739

query points with ground truth occupancy for the decoder. Using this multi-
view setup, the mean error of each reconstructed CVAI measure decreases
for GLO at around 10 mm on average compared to the single-view setup,
while remaining almost unchanged for VAD. This indicates that the bad re-
constructions results are most likely due to the data constitution rather than
the deficiency.
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Table 6.5: CVAI reconstruction errors of autodecoder models from iPhone TrueDepth
data with ground truth match strategy.

Measurand Mean Bias Error (± 1 SEM)
GLO VAD

Perimeter 6.04± 2.27 mm 5.72± 3.34 mm
AP 9.75± 2.39 mm 5.64± 2.19 mm
BP −16.26± 3.84 mm −6.44± 2.61 mm
Diagonal A 1.14± 2.21 mm 3.53± 1.18 mm
Diagonal B 6.10± 1.89 mm 5.58± 1.79 mm
CVAI 4.85± 1.94 % 2.59± 1.15 %



“All Models are wrong, but some
are useful.”

— George Box (1978)

7
D I S C U S S I O N

The results presented in the previous chapters provide sufficient material to
answer the research question posed in Chapter 1 from different perspectives,
which are illuminated throughout this discussion. In the course of this, the
famous aphorism of statistician George Box, which is printed in the epigraph
to this chapter, serves as a leitmotif. Four different model configurations of
Occupancy Networks [70] were trained and evaluated regarding their appli-
cability in 3D reconstruction use cases. The obtained results highlight prop-
erties of the individual model configurations which make them more or less
suitable for diverse application scenarios, including autoencoding 3D shapes
and shape completion from single-view depth maps. This chapter summa-
rizes the observed results in the light of the strengths and weaknesses of the
individual configurations, while also broadening the focus in order to relate
the observed results to concurrent research in the field of Deep Learning-
based 3D reconstruction. In this context, prospects for future research are
identified and proposed. The end of this discussion arches back to the intro-
duction and provides an answer to the posed research question in particular
and the broader implications of this works in general.

The results presented in this thesis showcase the effectiveness of two dif-
ferent autodecoder model configurations vis-à-vis their autoencoding pen-
dants. Even without an encoder network, both GLO and VAD are able to
encode useful priors in the decoder networks that can be used to infer high
quality 3D shape reconstructions that are competitive to the quantitative re-
sults reported by Mescheder et al. [70] in the naïve scenario, where the test
data resembles the training data in its basic constitution. However, this sce-
nario is unrealistic for all models except ONet due to the data constitution.
Challenging the expressiveness of the learned priors that are encoded in the
models with deficient data as input favors the autodecoders, as they are still
able to reconstruct visually sensible shapes that are backed by strong quanti-
tative results. While the VAE model is still able to score competitive results to
both autodecoder models in some cases, the surface-based ONet model con-
figuration fails to produce sensible reconstructions. Generally, both encoder-
based models produce visually bad reconstructions. This is most likely due
to different constitution of the depth maps compared to full point clouds,
as the deficiency of the test data leads to an unreliable mapping of the en-
coder from deficient input to a descriptive latent representation that can be
used by the decoder to impute the missing parts while retaining the input.
This explanation aligns well with other results in the literature [18, 107],
highlighting the fact that it is impossible to guide the attention of neural
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networks towards specific patterns in the data, which eventually leads to
uncontrollable behavior if certain patterns that were present in the training
data are missing at test time. A possible solution involves training the auto-
encoder on deficient data, but this is not trivial since it would involve to
create or collect data that exhibits deficiencies resembling the data that is
expected at inference time, which is often impossible [37]. As the VAE seems
to be less prone to the shift in data constitution from full representations to
deficient ones highlights the strength of the variational optimization strategy,
which allows the model to cope with uncertainty. This is complemented by
the finding that the VAD model, which combines variational inference with
an autodecoder architecture, produced the best results on deficient data.

The qualitatively rather bad reconstructions from depth maps on the
MANO dataset raise some questions that should be attempted in further
research. The most likely cause for the bad results at this point seems the dif-
ference between training data and inference time data. Although Mescheder
et al. [70] report in their study that uniformly sampled occupancy samples
during training yield the best results, the inference data is more densely sam-
pled around the surface of the shape. Thus, the difference in the data consti-
tution is not only the deficiency of the depth maps compared to full point
clouds, but also the different distribution of points in the unit volume. A pos-
sible compromise would be to introduce a data scheduling strategy during
model training, which starts with uniformly sampled data points at the be-
ginning in order to let the model learn rough shape properties. Throughout
the course of training, one would then progressively oversample the surface
of the shape in order to create training samples with high-frequency details
[17, 39].

One way to explain the success of autodecoders as implicit neural shape
representation is that they learn a set of priors over a shape family that
are encoded in the weights of the decoder, while the MAP inference finds
a latent configuration that is tailored to the input. This is only possible if
the dimensions of the latent space correspond to meaningful and mutual
properties of the shape family. Since other works have already studied the
structure of the latent spaces of generative neural network architectures, like
GLO, GANs, and VAEs [12], or between VAE and VAD [121], this aspect was
not examined in depth in this work. However, the results from Chapter 5

suggest that the decoder networks in GLO and VAD learn a rich set of priors
over the respective shape family that allow the latent space to be descriptive
enough to recover sensible reconstructions from partial input through the
MAP inference optimization without overfitting the partial data.

Opposed to that, applying the MAP inference on deficient data to the de-
coder components of ONet and VAE yields bad results, indicating that the la-
tent representation found using the MAP is less descriptive than the one com-
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puted by the encoder network. This explanation seems plausible for ONet, as
the encoder computes features from points on the surface that carry infor-
mation about the shape. However, the large performance gap for VAE was
found to be surprising, as the formulation is not very different from the VAD.
One possible explanation lies in the initialization of the latent vectors. For
the MAP experiment, randomly initialized random vectors are used, while
the MAP on VAD is initialized with a mean of the latent vectors from train-
ing. As VAEs and VAD were found to be sensitive to initialization throughout
this work, this difference could lead to slow optimization. The same corol-
lary can be transferred to ONet: Since no hyperparameter optimization was
carried out prior to the MAP, the random initialization is like very far from
the optimum in the optimization landscape, resulting in slow convergence.
Since the optimization was only carried out for 500 iterations, the optimum
is not reached. Therefore, this direction qualifies for future work.

Moreover, the results from Chapter 6 demonstrate that both autodecoder
models can be used to reconstruct 3D shapes of asymmetrically deformed
infant head scans from noisy, virtual depth maps with sub-millimeter accu-
racy. The results are competitive to other digital measuring techniques for
estimating of the CVAI [100]. A pattern that could be observed in that case
study is that the VAD produces less stable results than GLO. An indicator for
this observation are the CVAI measures computed from the reconstructions,
which exhibit more significant bias and wider error margins for the VAD.
This is in accord with the inference optimization progress of both networks,
where VAD was also found to be less stable (cf. Figure 5.7). This indicates
that the variational inference of VAD is less stable than GLO and predisposed
to react to variations in the available partial observations.

The ingestion of depth maps captured with an Apple iPhone 12 TrueDepth
sensor into the framework yielded sobering results, as the CVAI measures
computed from these depth maps were far off the manually measured ground
truth. This was most likely due to the different constitution of the true depth
maps compared to the training samples, as the true depth maps exhibit many
more high frequency details than the oversmoothed training data. In addi-
tion, the true depth maps contained additional objects. Due to the significant
differences in data constitution, no reliable statement can be made about the
performance of autodecoders on real data without further studies involving
more realistic training data in the plagiocephaly use case. Moreover, this find-
ing makes a strong argument for the trend towards data-centric AI, which
was recently pushed by Andrew Ng, as he launched a campaign with the
goal of shifting the focus of AI practitioners from model development to data
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quality improvement1 This trend also reflects in other areas of AI research,
like Natual Language Processing (NLP) [94].

Another inherent property of neural implicit 3D shape representation as
used throughout this thesis is tightly connected to the previous argument,
as the networks can only represent a shape in its canonical pose [81]. This
requires the inference depth maps to be pose-estimated with respect to the
canonical object pose prior to inference, which is a strong limitation of the
models examined in this work. More sophisticated methods to mitigate this
need for posed data were proposed recently and incorporate ensembles of
multiple networks in which one component is responsible for pose estima-
tion [79, 120]. These approaches are already good examples of how implicit
neural representations can be integrated to resemble classical parametric
shape models. Other propositions to the pose problem involve novel for-
mulations and building blocks in the spirit of Geometric Deep Learning
as discussed in Section 3.2 [2, 27], and some works also experiment with
higher-dimensional latent representations [18, 63]. Generally, this problem is
still subject to active research.

Another drawback of autodecoder models is their inference time opti-
mization, making them unsuitable for real-time uses cases. Although this
property seems to be responsible for the strong reconstruction abilities of
the autodecoders especially from partial input, it makes them currently in-
applicable in edge computing use cases. Recent advancements in the area of
Meta Learning [42, 108] seem to be promising starting points for future work
(cf. [98]). As a very active research area, Meta Learning comprises techniques
to optimize the learning process of neural networks. This is different from
classical Deep Learning, which deals with optimizing the weights of a net-
work. In other words, Meta Learning can be seen as an “optimization over
algorithms rather than over data” [108]. Applications of Meta Learning are
wide ranging and include Few-shot Learning [113], Continual Learning [80],
and hyperparameter optimization. For the autodecoders used in this thesis,
especially Few-shot Learning techniques appear to be a promising direction
for future work in order to speed up inference time.

More generally, implicit neural representations serve as a promising alter-
native to conventional representations when it comes to the integration into
downstream applications. Among their benefits over conventional represen-
tations are their independence of spatial resolution, which originates from
the fact that the signal is represented through the neural network, which
computes a concrete value from an arbitrary coordinate from the input do-
main. This function is continuous and therefore independent of the sampling

1 https://https-deeplearning-ai.github.io/data-centric-comp/ (last visited on Septem-
ber 19, 2021). There is also a NeurIPS ’21 Workshop on the topic: http://datacentricai.org/
(last visited on September 24, 2021)

https://https-deeplearning-ai.github.io/data-centric-comp/
http://datacentricai.org/
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density on the input domain. Moreover, the memory footprint only depends
on the network complexity rather than on the resolution of the signal. This is
especially useful in the application of neural implicit representations for 3D
shape, like they were used throughout this thesis [99]. However, it is still un-
clear how such an integration could look like, as recently proposed methods
still require posed inputs [79, 120]. For the autodecoders used in this work,
a good starting point would be to extend the reconstruction to the multi-
view use case, like multi-view matching and alignment, as this would e.g.
make the manual steps that were required to prepare the real depth maps
in Section 6.2.3 superfluous. Towards this, an integration of implicit neural
representation into downstream applications could also allow the latter to
benefit from the rich feature set represented by the decoder network. For
example, removing the last layer would grant the downstream application
access to high level feature representations of the input that could for ex-
ample be used for keypoint detection and matching. Particularly interesting
in this regard is the construction of implicit neural representations from the
Geometric Deep Learning blueprint (cf. Section 3.2), resulting e.g. in rotation
equivariant feature representations for the downstream application [2, 27].

So how can all the insights and ideas formulated on the previous four
pages be integrated in order to answer the research question stated in the
introduction to this thesis: Do autodecoders as implicit neural 3D shape
representations provide a remedy to the context shift between strongly cu-
rated, or even synthetic training data towards deficient test data? The results
presented in this thesis vote to answer this question principally affirmative.
Both autodecoder models outperform their encoder-based pendants on defi-
cient data, while GLO even outperforms ONet in the naïve reconstruction and
achieves results that are competitive with the ones reported in [70], while
the VAD model outperformed all other models on deficient data. The results
of the CVAI case study on synthetic depth maps however hint at GLO being
more consistent, as the CVAI measures computed from GLO reconstructions
are less biased and exhibit smaller error margins. In contrast to the good
results on synthetic depth maps, the ingestion of real depth maps of infant
heads overtaxed both autodecoder models, but since the quality of the train-
ing dataset was poor and unrepresentative of the test time data, and the cor-
pus of data was very small with eight depth maps from one scene, it would
be inappropriate to reason about model performance from these results and
future work should be directed towards improving the training data. Since
the results on depth maps for the challenging ShapeNet [16] chairs split were
still far away from the naïve reconstructions, future work on improving on
more complex data should also be conducted.

Autodecoders seem to be an interesting candidate to base such further
work upon. Generally, autodecoder-based implicit neural representations for
3D shape pose an exciting advancement in the field of 3D shape modeling
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and constitute as a feasible tool to tackle 3D reconstruction and shape com-
pletion. Research in this area is fast paced and promising to yield further in-
sights and improvements. Due to their intrinsic properties, they are already
developing into a serious alternative to classic 3D shape representations and
they could therefore have lasting impact in related research areas as well.
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R E S U LT S O F H Y P E R PA R A M E T E R O P T I M I Z AT I O N

Table A.1: Results of the hyperparameter optimization on the ShapeNet dataset

Parameter name Best value
VAE VAD GLO

Fourier Feature dimensionality 128 256 32
Fourier Feature scale 1.01 1.05 1.05
size of latent vector 128 64 64
latent vector learning rate - 9.7× 10−3 2.8× 10−3

decoder learning rate 8.9× 10−4 10−3 8.3× 10−3

Layer Type CBN ResNet Simple ResNet CBN ResNet
Activation function leaky ReLU leaky ReLU ReLU

Table A.2: Results of the hyperparameter optimization on the MANO dataset

Parameter name Best value
VAE VAD GLO

Fourier Feature dimensionality 128 256 32
Fourier Feature scale 1.0 4.25 3.21
size of latent vector 128 128 64
latent vector learning rate - ×10−2 2.6× 10−3

decoder learning rate 3.5× 10−3 6.2× 10−3 7.7× 10−3

Layer Type CBN ResNet Simple ResNet Simple ResNet
Activation function ReLU ReLU leaky ReLU

Table A.3: Results of the hyperparameter optimization on the infant head dataset

Parameter name Best value
VAE VAD GLO

Fourier Feature dimensionality 256 256 256
Fourier Feature scale 4.53 2.96 2.2
size of latent vector 64 64 64
latent vector learning rate - 6.6× 10−3 6.7× 10−3

decoder learning rate 2.5× 10−3 2× 10−3 2.6× 10−3

Layer Type CBN ResNet CBN ResNet Simple ResNet
Activation function leaky ReLU leaky ReLU ReLU
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Figure A.1: Hyperparameter importances per Model and Dataset.



B
D E P T H M A P S A M P L E S

The following figures show watertight meshes with inverse projected depth
map samples (in color). All figures are best viewed digitally.

Figure B.1: 20 randomly picked ShapeNet Chairs. The point overlay shows the in-
verse projected depth samples that were generated using the method
outlined in Section 4.3.2.
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Figure B.2: 20 randomly picked MANO samples. The point overlay shows the in-
verse projected depth samples that were generated using the method
outlined in Section 4.3.2.
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Figure B.3: 20 randomly picked infant head samples. The point overlay shows the
inverse projected depth samples that were generated using the method
outlined in Section 4.3.2.





C
B A C K G R O U N D I N F O R M AT I O N O N T H R E S H O L D
S E L E C T I O N

In order to select the best settings for inference-time thresholds, like iso-
level-set of the extracted surface and distance-threshold for the computed
surface-level metrics, many different combinations were plotted and traded-
off against each other. This chapter summarizes the results and delivers ad-
ditional visualizations supporting the values reported in Section 5.1.

Figures C.1, C.2, and C.3 contain visualizations of mean IoU (subfigures
(a)), CD (subfigures (b)), and F@2%-Score for each iso-level threshold. Sub-
figures (c) in each of the plots visualized the mean F-Score for each surface-
level distance threshold. The selected iso-level thresholds per dataset were
selected from the following two observations:

1. The curves representing the mean IoU for each model and iso-level
threshold are convex. This observation is in accord with Mescheder
et al. [70], who did a similar investigation. It can be observed by look-
ing at visualizations of the learned shapes that surfaces reconstructed
from small values for the iso-level threshold exhibit discontinuities and
surfaces reconstructed from large values miss fine structure, like holes
and slats, thus resulting in lower mean IoU.

2. It is crucial to chose a small value for the surface distance threshold,
since for high values, the F-Score becomes dominated by volumetric
reconstruction qualities rather than judging fine details on the surface.

Supporting point 2 in the enumeration above is the fact that high values
for the surface distance threshold yield different models to be best. For ex-
ample, the Occupancy Network trained with surface samples tops out all
other models for a surface distance thresholds of less than 3%, which is in
accord with CD. However, for surface distance thresholds greater than 3%,
the GLO model becomes better than the occupancy network, and the overall
ranking of the four models resembles the order established by sorting the
models after mean IoU.
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Figure C.1: Inference-Thresholds for ShapeNet. (a) mean IoU per iso-level threshold
and model, (b) mean F-Score per surface-threshold and model, (c) CD
per iso-level threshold and model, (d) F@2% per iso threshold and
model. For subfigures (a), (b), and (d), higher values are better, while
for subfigure (c), lower values indicate better results.
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Figure C.2: Inference-Thresholds for MANO. (a) mean IoU per iso-level threshold
and model, (b) mean F-Score per surface-threshold and model, (c) CD
per iso-level threshold and model, (d) F@2% per iso threshold and
model. For subfigures (a), (b), and (d), higher values are better, while
for subfigure (c), lower values indicate better results.
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Figure C.3: Inference-Thresholds for Babyheads. (a) mean IoU per iso-level thresh-
old and model, (b) mean F-Score per surface-threshold and model, (c)
CD per iso-level threshold and model, (d) F@2% per iso threshold and
model. For subfigures (a), (b), and (d), higher values are better, while
for subfigure (c), lower values indicate better results.
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M A N O I N T E R P O L AT I O N S

(a) ONet (b) VAE (c) GLO (d) VAD

Figure D.1: Interpolations in latent spaces of each model between two MANO sam-
ples. The top row shows the reconstructions of the first sample and the
bottom row depicts the reconstructions of the second sample. Interme-
diary rows are linear interpolations in the latent space of the respective
models from top to bottom, which are (a) ONet, (b) VAE, (c) GLO, and (d)
VAD. Graphic is best viewed digitally.





E
E X P L A N AT O RY D ATA A N A LY S I S F O R C VA I C A S E S T U D Y

An explanatory data analysis was conducted in order to analyze how well
the manually measured ground truth values for the CVAI computation are
reproducible from the ground truth mesh data. In particular, each measure
was computed using the methods outlined in Section 6.1 and matched to
the available ground truth measure. For each matched pair, a difference was
computed and the overall distribution of the differences per feature was
used to identify outliers. Data points outside of the [5, 95] percentile range
were classified as outliers and removed from subsequent analyses. Through
manual inspection of the outliers, wrongly placed measuring planes could
be identified as one possible origin for the outliers. Figure E.1 shows box
plots of the reconstruction errors and Figure E.2 shows examples for wrongly
placed measuring planes.
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Figure E.1: Box Plots of Reconstruction Errors for CVAI Measures. Each point next
to the Box Plots corresponds to one matched pair of reconstructed and
ground truth CVAI measure. Whiskers correspond to Q1 ± 1.5IQR and
Q3 ± 1.5IQR, where Qi denotes the respective quartile and IQR is the
inter-quartile range, hence IQR = Q3 −Q1. Best viewed digitally.

(a) Too High (b) Too Low

Figure E.2: Two Wrong positioned CVAI Measuring Planes. (a) is positioned too
high, as it is significantly above the nasal bone and (b) is too low, as it is
positioned below the nose.
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O N L I N E S U P P L E M E N TA RY

The following supplementary materials are provided online:

• Copy of the source code repository as is by the time of submitting this
thesis.

• Trained model weights for all models used in this thesis

• The results of the experiments as CSV files.

• This thesis as a PDF.

• The slides for the presentation (will be present after October 13, 2021)

The online supplementary can be accessed using the following short-link:

https://bit.ly/ma_supp

or by scanning the QR-Code below.

https://bit.ly/ma_supp
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